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Abstract

In the rapidly evolving landscape of cybersecurity, the increasing sophistication of malware

necessitates dynamic and adaptive solutions for e�ective post-incident investigations. Ex-

isting malware detection frameworks, predominantly reliant on heuristic and signature-based

techniques, exhibit signi�cant limitations in identifying polymorphic and evasive malware.

Machine learning approaches, while promising, often struggle with adversarial attacks, false

positives, and scalability challenges. To address these gaps, this research proposes a novel Re-

inforcement Learning (RL) Post-Incident Malware Investigation Framework. As a result of

leveraging advanced Markov Decision Processes (MDPs), the framework enhances decision-

making capabilities, enabling e�cient and accurate analysis of malware in live memory dumps.

This study introduces a uni�ed investigation model that integrates static analysis, behavioural

pro�ling, and machine-learning methodologies, surpassing traditional methods in adaptability

and scalability. Key contributions include the development of an optimised RL architecture for

e�cient state-action mapping, the integration of live memory forensic tools such as Volatility

and the AWK module, and the introduction of fault-tolerant techniques to handle real-world

uncertainties. The results indicate that the RL-enhanced model signi�cantly reduces the time

required for post-incident malware forensics while maintaining a high accuracy of 94% in iden-

tifying malware. Furthermore, the framework's e�ectiveness is rigorously tested and validated

across diverse datasets and operational scenarios, demonstrating its ability to mitigate com-

putational ine�ciencies and improve malware detection accuracy. As a result of addressing

critical gaps in dataset diversity, computational overhead, and the adaptability of RL-based

methods, this research advances the state of post-incident malware forensics. Future work

will explore the integration of Generative AI techniques through the introduction of speci�c

Large Language Models (LLMs) and hybrid models to further improve the e�ciency of post-

incident malware forensic investigation. This work underscores the transformative potential

of RL to create resilient defences against evolving malware threats, contributing not only to

the theoretical understanding of reinforcement learning in cybersecurity but also to scalable

and resource-e�cient investigative practices.

Keywords: Cyber Incident, Digital Forensics, Arti�cial Intelligence, Reinforce-

ment Learning, Markov Chain, MDP, DFIR, Malware, Incident Response, Mal-

ware, Rule-Based AI.
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Chapter 1

Introduction

1.1 Research Overview

In the contemporary digital age, malware represents a persistent and evolving threat, un-

dermining data security, operational stability, and personal privacy on an unprecedented

scale [1]. The term malware refers to a range of malicious software designed to in�ltrate

systems, compromise sensitive data, and disrupt operational integrity [2]. Recent statistics

highlight the severity of this challenge, with AV-TEST reporting the discovery of approxi-

mately 450,000 new malware instances daily, of which 93% target Windows systems [3]. This

alarming proliferation underscores the urgency of developing e�ective and adaptive solutions

to mitigate the risks posed by both known and emerging malware threats [4]. Traditional

detection methods, such as signature-based and heuristic approaches, have demonstrated sig-

ni�cant limitations in combating these threats [5]. Signature-based techniques, for example,

rely on prede�ned patterns that struggle to identify novel or polymorphic malware variants,

while heuristic methods often produce false positives and lack the �exibility required to adapt

to evolving attack vectors [6]. The growing sophistication of malware necessitates innovative

methodologies that go beyond traditional techniques [7]. Recent advancements in machine

learning (ML) have demonstrated considerable promise in malware detection and classi�-

cation by leveraging data-driven insights to identify patterns and anomalies [8]. However,

ML-based approaches are not without their shortcomings. Studies have shown that these sys-

tems are often prone to adversarial attacks, false positives, and computational ine�ciencies,

particularly when applied in real-world scenarios [9]. These limitations highlight the pressing

need for a more dynamic and adaptive approach to malware detection and analysis.
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The central problem addressed in this research is the inadequacy of existing malware de-

tection frameworks in e�ectively identifying and mitigating advanced and evasive threats.

As noted in Tables 2.1 and 2.2 , prior studies have identi�ed signi�cant gaps in current

reinforcement learning (RL) applications in malware analysis, including limited scalability,

insu�cient dataset diversity, and computational challenges. For instance, Binxiang et al.,

[10] demonstrated the potential of deep RL in adapting to evolving malware threats but ac-

knowledged the limitations of single-dataset validation and incomplete experimental setups.

Similarly, Fang et al., [11] proposed the DQFSA architecture to enhance feature selection

in malware classi�cation but highlighted the dependency on feature-speci�c datasets, which

restricts the model's generalisability.

Adversarial evasion strategies further compound the challenges faced by static detection mech-

anisms. Studies such as those by Ebrahimi et al., [12] have shown that static malware de-

tectors, while resilient to certain evasion tactics, remain vulnerable to RL-based black-box

attacks, wherein attackers optimise input manipulations to deceive the system. These �ndings

underscore the limitations of static detection frameworks and the urgent need for adaptive

solutions that integrate detection, evasion analysis, and response into a uni�ed framework.

Moreover, as noted in Anderson et al., [13] exploration of Markov decision processes (MDPs),

existing RL frameworks often su�er from poor optimisation of reward mechanisms, leading

to suboptimal performance outcomes.

As a result of these stated gaps in malware reinforcement learning, this research seeks to

address them by developing a Reinforcement Learning Post-Incident Malware Investigation

Framework. The framework will employ advanced RL techniques to enhance the adaptability,

accuracy, and e�ciency of post-incident malware investigations. We designed the proposed

framework to leverage MDPs to model complex decision-making environments, enabling dy-

namic adaptation to evolving malware characteristics. The framework aims to provide ac-

tionable insights for both known and unknown threats by combining live memory forensics

and dynamic feature extraction methods. Moreover, it seeks to optimise reward mechanisms

within the RL environment to reduce computational overheads while maintaining high lev-

els of accuracy and scalability. We will conduct rigorous testing on diverse and real-world

datasets, encompassing a wide spectrum of malware variants, to evaluate the proposed frame-

work.
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1.1.1 Research Signi�cance

The signi�cance of this research lies in its potential to advance the �eld of post-incident

malware analysis by addressing the critical gaps in existing investigation methodologies. The

proposed framework is di�erent from traditional static or heuristic approaches because it

uses Reinforcement Learning dynamic, and iterative learning features to make it better at

�nding advanced threats. For instance, the use of MDPs in the proposed framework enables

the modelling of intricate malware behaviours, thereby facilitating more nuanced detection

mechanisms. Additionally, integrating live memory forensics into the analytical work�ow

provides a comprehensive understanding of system vulnerabilities and enables the identi�ca-

tion of malware artefacts. This approach not only enhances the accuracy of detection but

also reduces the time required for post-incident investigations, a key metric in evaluating the

e�ectiveness of cybersecurity frameworks.

Furthermore, by addressing the computational ine�ciencies noted in previous studies, this

research contributes to the scalability and practicality of RL-based solutions. Existing stud-

ies, such as those by Ebrahimi et al., [12] have highlighted the challenges associated with

RL's computational demands, particularly in large-scale environments. This research seeks

to mitigate these issues through optimised reward structures and e�cient state-action mod-

elling. The framework also takes a comprehensive approach that combines detection, evasion

analysis, and response mechanisms. This provides a uni�ed answer to the complex problems

that modern malware poses.

1.1.2 Addressing Critical Gaps in Malware Analysis Using RL

Despite its potential, the application of Reinforcement Learning in malware analysis remains

an underexplored domain, characterised by fragmented research e�orts and signi�cant lim-

itations. Tables Tables 2.1 and 2.2 , reveal that many RL-based frameworks su�er from

limited dataset diversity, reliance on static feature sets, and inadequate reward mechanism

optimisation. For instance, studies by Piplai et al., [14], Ghanem et al., [15] and Fang et

al., [9] have demonstrated the importance of incorporating diverse feature sets and historical

data into RL models to improve their adaptability. However, these studies often fall short

in validating their frameworks across a wide range of malware types and operational con-

texts. Similarly, Ebrahimi et al., [12] have noted that the reliance on discrete action spaces

in RL-based static malware detectors can limit their �exibility and scalability in real-world

scenarios.

Ethical and security concerns further complicate the application of RL in this domain. The
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dual-use nature of RL frameworks, capable of both enhancing and circumventing malware

detection mechanisms, raises critical questions about their potential misuse. For example,

adversarial RL strategies, as explored in Anderson et al., [13] and Fang et al., [11] studies,

highlight the risk of malicious actors leveraging RL to develop advanced evasion techniques.

These challenges underscore the need for robust security protocols and ethical guidelines in

the development and deployment of RL-based malware analysis frameworks.

1.1.3 Bridging the Research Gaps

The proposed research framework addresses these gaps through a comprehensive approach.

As a result of leveraging live memory dumps from diverse operating systems and malware

variants, the framework ensures comprehensive validation and improved generalisability. The

use of advanced MDPs, coupled with optimised reward mechanisms, enhances the e�ciency

and adaptability of the RL model while minimising computational overheads. Furthermore,

fault-tolerant techniques were also used in de�ning the MDPs' state and action spaces. This

way, the agents could deal with uncertainty in the real world, make decisions with incomplete

data, and cut down on mistakes.

This research also emphasises its real-world applicability through rigorous testing and valida-

tion across diverse datasets and operational scenarios. The study aims to provide a complete

answer to the growing problems of post-incident malware analysis by combining heuristic

methods, signature methods, and static methods into a single framework. In doing so, it

aims to advance the �eld of cybersecurity and contribute to the development of more re-

silient and adaptive post-incident malware detection methodologies.

1.1.4 The Anatomy of Malware

The anatomy of malware describes its structure, behaviour, and lifecycle into distinct stages,

starting with delivery [16]. This initial phase involves the introduction of malware into a

target system through methods such as phishing emails, drive-by downloads, or compromised

external devices like USB drives. Attackers may also exploit software vulnerabilities in un-

patched systems to achieve delivery. Once the malware in�ltrates the system, it proceeds

to the infection or entry stage, allowing unauthorised access [17]. Techniques such as

exploiting weak passwords, leveraging social engineering, or bypassing security tools using

obfuscation enable malware to penetrate the system undetected.

After gaining entry, the malware proceeds toexecution , activating its malicious functions

[18]. At this stage, it may download additional payloads, disable security defences, or establish
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persistence by modifying registry keys or scheduling tasks. To expand its reach, malware often

engages inpropagation [19], spreading laterally across networks by exploiting vulnerabilities

or replicating itself through infected �les. The core of malware's impact lies in the payload

[20], which de�nes its primary objective�whether stealing data, encrypting �les for ransom,

or creating botnets. Additionally, malware establishes communication with its operator

through command and control (C2) channels [21], facilitating data ex�ltration and enabling

further instructions. In its �nal phase, malware may either erase evidence of its presence

through cleanup or ensure long-term access by embedding itself deeper into the system [22].

Techniques such as deleting logs, installing rootkits, or altering system �les help the malware

persist and avoid detection over extended periods.

1.1.5 Post-Incident Malware Analysis

A manual post-incident malware forensics investigation follows a structured series of steps to

identify, analyse, and mitigate the e�ects of malware on a�ected systems. The process begins

with preparation [23], where investigators de�ne the scope of the incident by identifying

compromised systems, networks, and users. Investigators gather forensic tools like memory

dump analysers, disc imaging software, and virtual machines to aid in the investigation. An

essential part of this phase is isolating infected systems from the network to prevent further

malware propagation or data ex�ltration. Following preparation, the data collection phase

involves preserving critical evidence by creating forensic images of the system's disc and

memory [24]. Investigators gather relevant logs from various sources, including applications,

�rewalls, and intrusion detection systems, to identify suspicious activities. Additionally, spe-

cialised tools like Volatility and FTK Imager capture volatile data, such as running processes

and network connections.

Once data collection is complete, theinitial assessment phase focuses on identifying indica-

tors of compromise (IOCs) by analysing suspicious �le names, IP addresses, and registry keys

[25]. Investigators examine malware entry points, tracing the origin of the infection through

methods like phishing emails, software exploits, or external drives. Establishing a timeline

of the incident using logs and metadata helps reconstruct the sequence of events. This leads

to malware analysis , where both static and dynamic methods are employed [26]. Static

analysis involves inspecting the malware �le without executing it, while dynamic analysis re-

quires running the malware in an isolated sandbox to observe its behaviour. Memory analysis

further uncovers hidden processes and malicious code. The next phase,root cause anal-

ysis , identi�es vulnerabilities exploited during the attack and assesses the attacker's tactics

and procedures [27]. Remediation e�orts follow, focusing on malware removal, vulnera-
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bility patching, and credential resets with multi-factor authentication (MFA) to strengthen

security [28]. The process concludes withreporting , documenting the incident, and recom-

mending mitigation strategies [29]. Finally, a follow-up phase ensures continued monitoring,

sta� training, and updates to incident response plans, reinforcing the organisation's defences

against future threats [30].

1.2 Research Context and Scope

This research lies within the domain of cybersecurity, focusing on the critical challenge of

conducting post-incident malware forensics investigations. It acknowledges the rapid techno-

logical advancements that shape both the development of malware forensics and the inves-

tigative methodologies. Speci�cally, the evolution of software platforms, operating systems,

and network technologies introduces both new opportunities and emerging risks. Further-

more, the increasing sophistication of malware attacks contextualises this study, necessitating

the advancement of e�ective post-incident forensic investigation strategies. Notably, recent

advancements in reinforcement learning and arti�cial intelligence are considered transforma-

tive in reshaping traditional cybersecurity practices. Leveraging these technological break-

throughs, the research aims to propose innovative methods for implementing post-incident

malware forensics investigation models.

The scope of this research includes the application of reinforcement learning technologies to

enhance the accuracy and e�ciency of malware analysis during post-incident cyber forensics

investigations. Methodologically, the study encompasses the design, development, and evalu-

ation of reinforcement learning models and environments capable of identifying malware from

live memory dumps. This involves iterative processes of model training, testing, and re�ne-

ment. Additionally, the research scope extends to assessing the performance of the developed

models based on key metrics, such as malware analysis accuracy and computational e�ciency.

These metrics are essential for determining the feasibility and practical e�ectiveness of the

proposed post-incident malware forensics investigation framework in real-world scenarios.

1.3 Research Motivation

The increasing proliferation of malware, characterised by its alarming rates of development

and deployment, poses a persistent threat to information security and underscores the urgent

need for improved post-incident malware forensics investigation processes capable of keep-

ing pace with these rapid advancements [31]. Traditional methods of malware analysis, like

signature-based and heuristic-based methods, are becoming less and less e�ective at keeping
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up with the complexity of new and changing malware variants [32]. We need new strate-

gies to overcome these challenges. Additionally, the pressing demand for robust investigative

capabilities in the wake of data breaches, which occur with alarming speed and potentially

devastating consequences [33], further highlights the critical importance of this research. Re-

inforcement learning is a promising avenue for revolutionising post-incident malware forensics

by enabling the development of adaptive, intelligent cybersecurity solutions that can evolve in

response to new threats [34]. Furthermore, creating investigation models that are not merely

reactive but continuously adaptive to emerging threats is essential for enhancing the scope

and accuracy of artefact analysis over time [35]. Finally, this research emphasises the need

for cost-e�ective and resource-e�cient solutions to democratise advanced cybersecurity capa-

bilities [36], ensuring accessibility for organisations with limited resources while maintaining

the e�ectiveness and scalability of cyber forensic investigations.

1.4 Research Aims

This research seeks to enhance the accuracy and e�ciency of malware forensics investigations

by leveraging reinforcement learning (RL) techniques. Speci�cally, it aims to develop and

re�ne models that can improve the analysis and identi�cation of malware during post-incident

investigations. The goal is to reduce investigation times and contribute to more reliable

cybersecurity measures by addressing gaps in current forensics processes, particularly the

limitations of heuristic and signature-based methods. Ultimately, this work strives to mitigate

instances of forensic errors, such as misjudgements, and help maintain integrity in the UK's

justice system.

1.5 Research Objectives

ˆ Develop and Implement a Reinforcement Learning Framework : Design and

implement a reinforcement learning-based framework speci�cally tailored for post-incident

malware investigations using live memory dumps and advanced state-action mapping.

ˆ Leverage Live Memory Forensics for Dynamic Analysis : Incorporate live mem-

ory forensic techniques to extract and analyse critical features of malware artefacts in

real-time, enabling comprehensive investigations of malware behaviour across diverse

system environments.

ˆ Introduce a Uni�ed Markov Decision Process (MDP) Model : Create a uni�ed

MDP model that accurately captures the states, actions, and rewards essential for
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e�cient malware investigation processes across diverse environments.

ˆ Enhance E�ciency of Malware Analysis : Demonstrate the superiority of the

reinforcement learning model over traditional methods such as Windows PowerShell and

cloud-based solutions (e.g., Google Colab) in terms of e�ciency, resource utilisation,

and adaptability to evolving threats.

ˆ Optimise Learning Accuracy Through Adaptive Mechanisms : Utilise advanced

reward structures and dynamic learning rates to enhance the model's ability to identify

and mitigate complex malware behaviours e�ectively.

ˆ Evaluate Scalability and Real-World Applicability : Test the scalability of the

framework across varying environments and datasets to ensure robustness and reliability

in real-world malware analysis scenarios.

ˆ Validate Framework Across Diverse Scenarios : Validate the framework's perfor-

mance on real-world datasets representing a wide range of malware types and opera-

tional contexts to ensure generalisability and reliability.

ˆ Enhance Computational E�ciency : Minimise computational overheads by re�n-

ing RL architectures and adopting scalable techniques suitable for real-time malware

investigations.

ˆ Contribute to Cybersecurity Knowledge Base : Provide empirical evidence and

insights that advance the �eld of malware forensics, reinforcing the utility of arti�cial

intelligence in post-incident response work�ows.

1.6 Research Question

ˆ How can reinforcement learning models, integrated with Markov Decision Processes

(MDPs), be e�ectively applied to detect, analyse, and investigate malware artefacts,

including novel, evasive, and polymorphic threats, in live memory dumps and post-

incident scenarios across diverse operating systems, datasets, and malware families?

ˆ What are the optimal con�gurations for reward mechanisms, state-action spaces, and

decision-making models in reinforcement learning frameworks, and how do state com-

plexity, reward design, and action categorisation impact scalability, accuracy, and com-

putational e�ciency in malware detection and post-incident forensic investigations?
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1.7 Research Contributions

This study makes a signi�cant contribution to the �elds of cybersecurity and digital forensics

through several key advancements. First, we developed a comprehensive malware forensics

approach that combines static analysis, behavioural analysis, and machine learning tech-

niques to signi�cantly enhance the detection and investigation of malware in memory dumps.

In addition, we created a uni�ed Markov Decision Process (MDP) model, which combines

multiple MDP environments to facilitate a more structured examination of malware artefacts.

Furthermore, we advanced the state of reinforcement learning (RL) in malware forensics by

implementing a framework that surpasses both human and automated methods, resulting

in faster and more accurate post-incident investigations while consuming fewer resources.

Finally, we developed a novel method that leverages the AWK module and Volatility 3 to

retrieve and identify crucial information from memory dumps, enabling a deeper understand-

ing of malicious activities. These contributions collectively push the boundaries of malware

investigation techniques.

1.8 Research Limitation

One of the primary challenges in the domain of post-incident malware forensic investiga-

tions is the rapidly evolving and increasingly sophisticated nature of malware [31]. Malware

developers continuously re�ne their tactics to bypass traditional and advanced analysis tech-

niques, necessitating the creation of cyber forensic methodologies that are both dynamic and

adaptable [37]. Post-incident investigations face the additional hurdle of conducting thorough

analysis without compromising the integrity of digital evidence [38]. This includes not only

identifying malicious activities but also reconstructing the sequence of events leading to the

compromise, which is vital for both attribution and remediation. Furthermore, integrating

state-of-the-art reinforcement learning technologies into existing cybersecurity infrastructures

introduces complexities, such as compatibility with current systems, scalability concerns, and

the need to balance technological upgrades with system stability [39]. Reinforcement learn-

ing models must process evidence swiftly and accurately while preserving its integrity, as

even minor deviations can undermine the credibility of forensic investigations and their ac-

ceptance in legal proceedings. Additionally, these models must evolve to analyse not only

known malware but also adapt to emerging threats by learning from previously unidenti�ed

patterns [40]. Another critical issue involves e�ectively documenting retrieved artefacts to

support the transparency and reproducibility of forensic �ndings. This is essential to ensure

the �ndings are admissible in judicial processes and can withstand scrutiny [41]. Resource

e�ciency remains a key consideration, requiring optimisation of computational demands and
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analysis performance, especially in environments with constrained resources [42]. Moreover,

advanced reinforcement learning models must prioritise data security to mitigate potential

vulnerabilities that could be exploited by malicious actors during forensic investigations [43].

They must also include capabilities to trace the malware's behavioural changes over time,

which helps in identifying evolving threat actors and determining their motives. Addressing

these challenges is critical for enhancing the reliability and robustness of malware forensics.

Finally, the development of these advanced models must prioritise cost-e�ectiveness to fa-

cilitate widespread adoption, particularly for organisations with limited budgets. Forensic

tools that integrate reinforcement learning must also account for the potential need to han-

dle encrypted malware or obfuscated payloads, which are increasingly prevalent. Balancing

innovation with practicality will ensure that forensic methodologies remain accessible and

e�ective for a broad range of use cases.

1.9 Research Ethics Application Approval

On the 25th of April, 2022, we submitted the research ethics application for the study"To-

wards an Optimised and Adaptive Automation of Post-Incident Malware Inves-

tigation: A Novel Reinforcement Learning Framework," which has an approved

project timeline from the 20th of September, 2021, to the 19th of September, 2025. We

conducted this research based on a PhD program, reviewed it for potential ethical concerns,

and found no signi�cant risks. The London Metropolitan University Research Ethics Re-

view Panel con�rmed that the project does not involve deceptive practices, the disclosure

of con�dential or private information, or the potential revelation of illegal or incriminating

activities. Furthermore, the study does not include activities that would cause distress to

participants, necessitate rewards, or present any con�icts of interest. Additionally, it does not

involve the analysis of unpublished data, physical materials, or direct data collection from

humans or animals. The project does not entail international research requiring external

ethical considerations, nor does it involve sensitive or security-related information. Based

on these assessments, the London Metropolitan University Research Ethics Review Panel

approved the application, concluding that the study adheres to the highest ethical standards.

1.10 Thesis Outline

The introduction in Chapter 1 underscores the pressing need for rapid and e�cient malware

investigations due to the growing prevalence of cyber threats. Building on this,Chap-

ter 2 provides a detailed literature review, examining traditional malware analysis methods,

highlighting their limitations, and demonstrating the potential of reinforcement learning as
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an e�ective alternative. Chapter 3 outlines the experimental setup and dataset creation

process used to validate the reinforcement learning-based malware investigation framework.

This process involved using a secure environment with virtual machines running various Win-

dows operating systems, infecting them with diverse malware samples to generate memory

dumps for forensic analysis. The integration of tools, like the Volatility framework, enables

in-depth memory analysis, culminating in the development of a malware work�ow diagram

that comprehensively maps malware behaviour. InChapter 4, the focus changes to the Re-

inforcement Learning for Post-incident Malware Investigation Framework. This framework

includes Markov Decision Process (MDP) models for the investigation process. This chapter

introduces multiple MDP environments, each designed with unique states, action con�gura-

tions, rewards, and penalties to optimise malware classi�cation. The models aim to enhance

decision-making and adaptability, leveraging computational tools to de�ne action spaces and

create training environments for reinforcement learning agents. We implemented reinforce-

ment learning and Q-learning algorithms, which facilitated the involvement of an agent and

optimised cumulative rewards by e�ectively balancing exploration and exploitation. Chap-

ter 5 emphasises the Framework for Empirical Evaluation and Testing, highlighting method-

ologies that simulate various operational conditions and analyse agent performance under

diverse con�gurations. Key performance indicators, such as malware identi�cation accuracy

and computational e�ciency, validate the models. Chapter 6 presents the Obtained Re-

sults and Performance Evaluation of the MDP-based investigation framework, highlighting

metrics such as classi�cation accuracy, time e�ciency, and adaptability to complex mal-

ware behaviours. Comparative analyses underscore improvements over traditional methods,

showcasing the framework's strengths in addressing real-world forensic challenges. Finally,

Chapter 7 sums up the research �ndings, a�rming the reinforcement learning-based frame-

work's e�ectiveness in advancing malware forensic practices. It highlights the contributions

made to automated and optimised post-incident investigations, paving the way for future

advancements in digital forensics. In addition, we present a discussion of future research

directions, such as computational overhead and proposing alternative reward structures to

enhance the model's performance. We also emphasise the practical applications and their in-

tegration with existing forensic work�ows, providing insights. In addition, we identify areas

for future research.
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Chapter 2

Literature Review and Research

Gap

2.1 Literature Review Approach

We carefully designed the research methodology for reviewing related work to ensure a critical

and comprehensive examination of the existing literature in the �eld of malware analysis using

reinforcement learning. We conducted a systematic search across academic databases, jour-

nals, and Library E-Resources, utilising the extensive resources of theLondon Metropolitan

University Library databases . This rigorous approach enabled a broad review, encom-

passing both recent advancements and foundational studies in the domain. We applied ex-

plicit inclusion and exclusion criteria to re�ne the selected literature, prioritising publications

that directly addressed reinforcement learning applications in malware analysis. These crite-

ria emphasised aspects such as publication date, speci�c reinforcement learning techniques,

and empirical outcomes related to malware detection and performance.

We employed a thoughtfully developed keyword strategy, incorporating terms such asrein-

forcement learning, malware, cybersecurity, Markov Decision Process (MDP), arti�cial in-

telligence, polymorphic virus, and machine learning. This targeted approach ensured the

identi�cation of studies most relevant to the research objectives. We thoroughly reviewed

and analysed each selected article to synthesise �ndings, identify trends, and uncover gaps

and points of consensus within the �eld. This analytical process provided a structured un-

derstanding of the current knowledge landscape and highlighted areas requiring further ex-

ploration.
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We organised the �ndings from the literature review into thematic categories based on shared

methodologies, conclusions, and areas of focus. This thematic framework highlighted crit-

ical topics, including the e�ectiveness of various reinforcement learning models, challenges

in malware detection, and algorithmic advancements. Cross-referencing �ndings from mul-

tiple sources strengthened the review's robustness, ensuring a balanced and comprehensive

overview while minimising bias and oversight.

We critically assessed the methodologies used in the reviewed studies to determine their

strengths and limitations. This evaluation made the results more reliable and useful, and

it also helped with the creation of the suggested research method for the Reinforcement

Learning Post-Incident Malware Investigation Framework.

We documented the entire literature review process and �ndings in a structured format to

provide a solid foundation for the research. By e�ectively connecting previous studies to

the current research goals, this structured narrative ensured that the proposed method for

malware analysis using advanced reinforcement learning techniques was �rmly based on a

thorough understanding of the �eld and its current challenges.

2.2 Deep RL for Malware Analysis

In 2019, Binxiang, Gang, and Ruoying [10] introduced a novel malware identi�cation method

based on deep reinforcement learning, as illustrated inFigure 2.1 . Their study sought

to address the shortcomings of traditional signature-based and machine learning-based ap-

proaches, which often failed to keep up with evolving malware due to their reliance on static

databases. To overcome these limitations, the authors proposed leveraging the capabilities

of Q-learning and neural networks to e�ectively analyse malware variants.

This research primarily explored the potential of deep reinforcement learning in adapting

to the dynamic nature of malware threats. The study demonstrated that the proposed

method signi�cantly outperformed conventional static signature-based techniques, which were

easily bypassed by malware creators. The paper provided an in-depth discussion of the

algorithm used, detailing the selection of reward functions and the neural network architecture

design. Additionally, it described the feature extraction process, which involved transforming

attributes of Portable Executable (PE) �les into feature vectors. The �ndings consistently

highlighted the superiority of the deep reinforcement learning-based approach in malware

detection when compared to other techniques.
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Despite its promising results, the study had notable limitations that warranted further ex-

amination. It lacked comprehensive details about the experimental setup, including the

datasets, evaluation metrics, and hardware or software environments used. The reliance on

a single dataset for evaluation raised concerns about the method's generalisability to diverse

datasets. Furthermore, the dataset itself lacked su�cient information on the variety of mal-

ware samples, potentially limiting the scope of the analysis. Expanding the dataset's size

and diversity, as suggested by Szegedy et al., [44] could provide more robust insights into the

method's capabilities and limitations.

Moreover, the inclusion of additional features beyond the PE attributes could further enhance

malware analysis. Researchers such as Silver et al., [45] have underscored the importance

of integrating domain-speci�c knowledge into deep reinforcement learning systems. In the

context of malware detection, this involves incorporating features like system call patterns,

network tra�c behaviour, or common code obfuscation techniques employed by malware [46].

Although Binxiang, Gang, and Ruoying [10] claimed their method outperformed existing

solutions, a more extensive comparative analysis supported by statistical evidence would

strengthen their assertions and provide greater credibility to their �ndings. By addressing

these limitations and expanding their analysis, future research could signi�cantly improve

the e�cacy and reliability of deep reinforcement learning in malware identi�cation.

Figure 2.1: DQN-Based Malware Analysis Model by Binxiang, Gang, and Ruoying [10]
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2.3 RL-Based Attacks on Static Malware Detectors

In their 2021 study, Ebrahimi et al., [12] explored the application of reinforcement learning

(RL) to enhance the resilience of static malware detectors against black-box cyberattacks,

as depicted in Figure 2.2 . Static malware detectors, which analyse program code without

executing it, o�er inherent resistance to many evasion tactics employed by malware developers

[47]. However, these systems remain vulnerable to black-box strategies, where attackers

manipulate input data to deceive the detectors.

To address these vulnerabilities, the authors [12] proposed the Variational Actor-Critic for

Discrete Adversarial Malware Generation (AMG-VAC), a reinforcement learning-based frame-

work designed to optimise the decision-making process of static malware detectors in the

presence of black-box attacks. AMG-VAC employs discrete operations that emulate adver-

sarial behaviours without altering the malware executable's functionality. The framework

uses an approximate sampling operator to separate activities from the actor network of the

Variational Actor-Critic (VAC) model, facilitating modular modi�cations in discrete action

spaces. RL, a learning paradigm where an agent iteratively re�nes its actions to maximise a

reward signal, forms the basis of AMG-VAC's operation. This methodology enables the neu-

ral network underlying the detector to adjust its weights dynamically based on reward signals,

thus improving its resistance to adversarial strategies. Experiments conducted on a dataset

of malicious Windows executables demonstrated the framework's e�ectiveness, showing that

RL signi�cantly enhances the performance of static malware analysis.

The study's [12] results highlighted that the RL-based AMG-VAC detector outperforms tra-

ditional static malware detectors in accuracy, particularly under black-box attack scenarios.

Ebrahimi et al., [12] also went further with their research and came up with a similar model

that uses RL to �netune the neural network-based static malware detector's weights. In

line with similar research by Song et al., [48], their results showed that RL-enhanced static

malware detectors are better at stopping black-box attacks.

Despite these advancements, the study [12] acknowledged certain limitations in the appli-

cation of RL within discrete action spaces. Discrete action spaces may not align with the

functional requirements of all malware detectors. In some contexts, continuous action spaces,

which allow for a broader range of agent actions, could prove more e�ective. Furthermore,

the performance of the RL-based AMG detector may depend on factors such as the quality

and diversity of the training dataset and the architecture of the underlying neural network,

as highlighted by Anderson et al., [13]. These dependencies suggest that the framework's
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generality may require further exploration.

Finally, Ebrahimi et al., [12] study demonstrates the potential of reinforcement learning in

discrete action spaces to enhance the robustness of static malware detectors against black-

box attacks. However, the identi�ed limitations underscore the importance of re�ning the

approach to develop more adaptable and comprehensive solutions for malware analysis.

Figure 2.2: Abstract view of the proposed AMG-VAC by Ebrahimi et al., [12]

2.4 RL-Based Attacks on Static Malware Detectors

As shown in Figure 2.3, Birman et al. [49] suggested using deep reinforcement learning (RL)

to improve malware analysis while lowering the costs involved. Their study [49] presents

a comprehensive investigation into the integration of deep reinforcement learning within a

Serverless cloud architecture, aiming to create a scalable and e�cient malware analysis ser-

vice. As a result of leveraging the concept of Malware Detection-as-a-Service (MDaaS), the

authors [49] sought to optimise the trade-o�s between cost and analysis accuracy. The pro-

posed solution employs deep reinforcement learning to make strategic decisions about analysis

methods, adjusting the neural network's weights based on reward signals. Experimental trials

conducted on a dataset comprising both benign and malicious executable �les demonstrated

the e�ectiveness of this methodology, achieving notable results through the use of a deep

neural network for malware detection.

The research by [49] underscores the cost-e�ectiveness of its MDaaS system, highlighting

its ability to provide malware analysis without the need for substantial infrastructure in-

vestment. A detailed evaluation of the system revealed both quantitative and qualitative
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bene�ts. Quantitatively, the system achieved a high malware detection accuracy of 96% with

a false-positive rate as low as 0.05. Qualitatively, the study emphasised the system's ability

to perform rapid malware investigations with minimal latency, o�ering seamless integration

potential into existing frameworks.

Despite its success, the study acknowledges certain limitations, particularly in its reliance

on deep neural networks. This dependence may not suit all malware analysis scenarios, as

alternative machine learning models, such as decision trees or support vector machines, could

be more appropriate for speci�c contexts. Additionally, the system's performance is in�uenced

by factors such as the quality and diversity of the training dataset and the architecture of

the neural network used. Nonetheless, the authors argue that their MDaaS system represents

a cost-e�ective and scalable solution for malware analysis, addressing the growing need for

e�cient detection methods.

The deployment of RL for cost-e�ective malware detection aligns with related research in

the �eld. Zhou [50] proposed a similar approach, leveraging RL to improve the accuracy

and e�ciency of neural network-based malware analysis by �ne-tuning model weights. Chen

[51] investigated deep learning techniques for malware detection, with a focus on using deep

neural networks for complex policy learning. Wu et al., [52] explored a hybrid arti�cial

intelligence model for malware analysis, further validating the integration of RL and deep

learning in this domain. These studies collectively support the e�ectiveness of Birman et al.,

[49] MDaaS system and its innovative application of deep reinforcement learning within a

Serverless architecture.

Figure 2.3: An illustration of deep reinforcement learning architecture by Birman et al., [49]
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2.5 Using Deep RL to Avoid Anti-Malware Engines

Fang et al., [9] conducted an in-depth investigation into the application of reinforcement

learning (RL) for evading anti-malware engines, as illustrated inFigure 2.4 . In their study,

they came up with the Deep Q-Network-based Evasion Against Firewalls (DQEAF) model

to �x problems with older ways of looking for malware, like signature-based and heuristic

approaches. These conventional techniques often fall short in combating the evolving and

multifaceted nature of modern malware [53]. In contrast, machine learning-based methods

demonstrate signi�cant promise in managing diverse malware types, as noted by Yuan et al.,

[54].

The deep Q-network (DQN) methodology serves as the foundation for the DQEAF model,

which employs a dataset that includes both benign and malicious software packages. As a

result of leveraging this dataset, the model generates evasive malware packages capable of

bypassing anti-malware engines; it achieves this by maximising cumulative rewards within

the RL framework. Empirical evaluations con�rmed the e�ectiveness of the DQEAF model

as demonstrated through tests conducted on various well-established anti-malware systems.

This research [9] aligns with parallel studies that explore reinforcement learning as a means

to evade malware detection. For instance, Yuan et al., [54] proposed a similar strategy,

employing RL to optimise malware evasion tactics. Their �ndings revealed the remarkable

ability of malware to outperform detection systems. Concurrently, adversarial learning has

emerged as another signi�cant avenue in this domain. Liu et al., [55] presented a technique to

train anti-malware engines using adversarial samples designed speci�cally to deceive detec-

tors. This approach has shown potential in bolstering the resilience of anti-malware systems

against evasion strategies.

Despite its promising results, the DQEAF model's performance depends heavily on the qual-

ity and diversity of the training dataset, as well as the underlying neural network architecture.

These factors critically in�uence the e�ectiveness of RL-augmented malware in evading de-

tection. We recommend expanding this research to evaluate RL techniques across a broader

range of anti-malware engines and architectural con�gurations to assess their robustness and

adaptability under varying conditions.

While the DQEAF model demonstrates technical prowess, practical considerations such as

implementation costs and system complexity warrant scrutiny. These factors are essential in

determining the feasibility and real-world applicability of the proposed approach. Moreover,
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the use of RL for malware evasion raises ethical and security concerns [56], highlighting

the need for the cybersecurity community to continually innovate and adapt to counteract

emerging threats. Alternative strategies, such as adversarial learning and game theory, o�er

promising directions for improved defences against increasingly elusive malware threats.

Figure 2.4: DQEAF model structure by Fang et al., [9]

2.6 Circumventing Malware Analysis via Machine Learning

Anderson et al., [57] conducted a comprehensive exploration of the e�ectiveness of evasion

techniques targeting machine learning-based malware detection systems, as illustrated in

Figure 2.5 . Their research examined a range of evasion strategies, including the generation

of adversarial examples, showcasing their e�ectiveness in circumventing detection mecha-

nisms. The study [57] begins by establishing the crucial role of machine learning in malware

analysis, highlighting its ability to identify both known and novel malicious software, as pre-

viously demonstrated by Anderson et al., [58]. However, the authors [57] astutely recognise

the persistent threat posed by adversaries who continuously seek to exploit vulnerabilities

within these systems. Consequently, their investigation emphasises the potential of adversar-

ial example production as a particularly e�ective evasion strategy while also underscoring the

complexity involved in deploying such techniques, which depend heavily on the intricacies of

the underlying machine learning models.

A signi�cant strength of the study [57] lies in its exhaustive evaluation of evasion techniques,
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coupled with a nuanced discussion of the trade-o�s between their cost and e�ectiveness. The

authors, [57], however, acknowledge certain limitations, particularly the restricted scope of

their evaluation, which included only a limited set of machine learning models and evasion

strategies. This constraint raises questions about the generalisability of their �ndings across

the broader spectrum of malware analysis systems. Furthermore, the study does not delve

deeply into the ethical implications of deploying such evasion techniques, leaving an important

dimension unexplored.

The proposed reinforcement learning (RL)-based approach introduces a novel framework,

comprising two distinct components: a malware generator and a malware analysis system.

Empirical results underscore the e�ectiveness of the RL-based malware generator, which

outperforms traditional machine learning-driven malware detectors in generating malicious

samples. The study reveals that many existing machine learning models fail to detect the

adversarial samples produced by the RL-based generator, underscoring the potential of these

techniques across diverse scenarios.

To improve the robustness of machine learning-based malware analysis systems, the authors,

[57], propose several key recommendations. First, they advocate for the adoption of more

robust machine learning models capable of resisting adversarial attacks. They also suggest

exploring alternative architectures and methodologies to create models with enhanced capa-

bilities for handling adversarial examples. Additionally, the research highlights the potential

of ensemble methods, which combine multiple machine learning models to improve system

performance and resilience. This calls for the meticulous investigation of novel ensemble

techniques speci�cally designed to counter adversarial attacks.

Another fertile area for future exploration lies in understanding the applicability of adver-

sarial examples across di�erent contexts. A noteworthy breakthrough in the study was the

discovery of adversarial scenario transferability between various arti�cial intelligence models.

This �nding opens new avenues for research, particularly in investigating the transferability

of adversarial situations across diverse environments, including di�erent operating systems

and hardware platforms. Anderson et al., [57] study highlights the vulnerabilities of ma-

chine learning-based malware detectors to evasion techniques, particularly those leveraging

adversarial examples. While their RL-based approach demonstrates signi�cant potential, ad-

dressing its limitations and exploring future directions will be crucial in fortifying malware

detection systems against evolving threats.
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Figure 2.5: Attack categories, categorised into three coarse bins by Anderson et al., [57]

2.7 Evading Static Portable Executable Malware with RL

Anderson et al., [13], introduced a specialised reinforcement learning (RL) technique designed

to evade machine-learning-based antivirus models using static data. Central to their approach

is the formulation of the malware evasion problem as a Markov Decision Process (MDP), as

illustrated in Figure 2.6 . This methodology aims to expose the inherent limitations of

anti-malware engines while generating novel malware samples to improve the robustness of

machine learning models. While dynamic malware analysis is often considered more precise,

the authors, [13], emphasise the enduring relevance of static analysis. When applied e�ec-

tively, static analysis can pre-emptively detect malicious �les before execution, highlighting

its critical role in modern malware detection strategies.

The study [13] trained RL agents within a controlled experimental framework, focusing on

features that characterise the environment's state. This targeted training aimed to optimise

outcomes beyond those achievable through general practices. However, the �ndings prompt

questions about the potential e�ects of alternative training or manipulative procedures on

agent behaviour and e�ectiveness. Notably, the research underscores the signi�cance of de-

veloping evasion models tailored to newly discovered malware samples. This capability is

particularly valuable given that many algorithmic approaches are primarily e�ective against

a limited set of known malware and often struggle to adapt to emerging variants.

Experimental analysis revealed notable di�erences between hardening techniques, black-box
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evasion, white-box attacks, and gradient-based strategies. These distinctions highlight the

challenges faced by black-box approaches, which often exhibit suboptimal performance even

when augmented with training and manipulation to improve results. While adversarial sam-

ples in reinforcement learning attacks have been shown to enhance malware models, the

e�ectiveness of this approach heavily depends on the speci�c model and dataset used. The

study acknowledges that RL-based evasion strategies may yield lower evasion rates and less

optimal results when attackers possess limited knowledge of the targeted model. Nonethe-

less, these scenarios closely mirror real-world conditions where attackers often operate with

incomplete information about machine learning systems.

Despite these limitations, the research provides a robust foundation for creating evasive mal-

ware variants capable of withstanding black-box attack scenarios. This work opens new

avenues for experimentation and exploration in the �eld of malware evasion, o�ering insights

into the development of techniques that re�ect practical constraints in adversarial settings.

Figure 2.6: MDP malware evasion reinforcement learning problem by Anderson et al., [13]
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2.8 Malware Analysis Using Intelligent Feature Selection

Fang et al., [11] addressed the limitations of traditional malware classi�cation techniques by

developing a specialised architectural framework known as Deep Q-Learning for Feature Se-

lection and Augmentation (DQFSA), as shown in Figure 2.7 . This innovative architecture

leverages the capabilities of deep Q-learning to autonomously identify critical features essen-

tial for e�ective malware classi�cation. By minimising the need for human intervention, the

DQFSA framework facilitates data selection and malware analysis across diverse scenarios

and vast datasets. This marked a paradigm shift, signi�cantly reducing the time and e�ort

required in conventional classi�cation methods.

The DQFSA architecture employed a sophisticated approach to feature selection, moving

beyond the constraints of single-view features by incorporating multi-view features. This

strategy enabled the generation of a comprehensive software representation enriched with

detailed information. A distinguishing characteristic of this methodology was its consistent

focus on achieving high classi�cation accuracy during validation. This commitment ensured

that the AI agent developed the ability to identify superior features rapidly while also pro-

viding ample opportunities for the agent to re�ne its learning beyond the initial stages.

The research [11] highlighted two primary objectives: improving the feature extraction process

for enhanced malware analysis and implementing an e�cient training methodology based on

reinforcement learning. A key di�erentiator of the DQFSA framework was its AI agent, which

was exposed to sample features with minimal human involvement. This innovative design

was a signi�cant step forward, signalling a transformative era in malware classi�cation.

A series of experiments rigorously validated the performance of the DQFSA architecture.

These experiments compared the architecture's e�ectiveness against a range of classi�ers and

related methodologies. Notably, the research employed a ten-fold cross-validation procedure

during the training phase, ensuring robust evaluation. However, the study did not address

the potential outcomes of using alternative validation methods. Additionally, the framework

overview mentioned imposing restrictions on the AI agent's action space, but it did not

explicitly detail the nature of these constraints, leaving an intriguing avenue for further

exploration.

The research, [11], concluded by advocating for future studies to investigate the DQFSA

framework's adaptability to various selection tasks. Speci�cally, the potential of this AI-based

reinforcement learning framework to optimise di�erent feature selection scenarios remains a
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promising area for further investigation. This work sets a strong foundation for subsequent

advancements in malware classi�cation, combining innovation with practical applicability.

Figure 2.7: DQFSA model structure by Fang et al., [11]

2.9 Multi-Agent Learning on Evasive Malware with H4rm0ny

Molloy et al., [59], conducted a study that focused on two critical aspects of malware research:

malware analysis and malware evasiveness, as illustrated inFigure 2.8 . The central theme

of their research was the strategic development and analysis of evasive malware, mirroring

real-world scenarios with high �delity. Their innovative approach employed the Multi-Agent

Reinforcement Learning (MARL ) zero-sum paradigm, which proved to be a powerful tool

for both developing and analysing evasive malware. The study's results showcased the re-

markable resilience of a malware investigation agent, precisely re�ned through the MARL

framework. The agent's ability to withstand a wide array of adversarial attacks demonstrated

this resilience, underscoring the success of the study.

Beyond its contributions to malware analysis, the study [59] also introduced a practical

innovation: a malware modi�cation agent. This agent demonstrated the capability to craft

highly evasive samples, capable of bypassing not only traditional anti-malware systems but

also advanced AI-based detection methods. This addition highlights the study's practical

implications for understanding and countering real-world malware threats.
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The "evasion malware production agent," a key component of the experimental design, un-

derwent rigorous training to produce evasive malware. The agent is designed to maximise

rewards by executing successful evasion strategies, operating within a reinforcement learning

framework. The EMBER dataset�a comprehensive repository containing approximately 1.1

million malicious and benign Windows Portable Executable (PE) �les�served as the foun-

dation for training. While the dataset's scale enabled robust training, the study missed an

opportunity to explore how the agent might perform with alternative datasets. Incorporating

a comparative analysis with other datasets could have enriched the �ndings and broadened

the applicability of the results.

The research [59] also uncovered a signi�cant vulnerability in neural networks during the

training process. Speci�cally, the networks showed a predisposition toward features indicative

of benign software, potentially leaving them susceptible to adversarial exploitation. This

predisposition represents a critical weakness, as adversaries could exploit it to obscure their

malicious intent. However, the study fell short of providing actionable solutions to address

this vulnerability, leaving a crucial aspect of the research unexplored.

Moreover, the study's investigation into neural networks for malware analysis only focused

on Microsoft PE malware. This narrow focus highlights a potential blind spot, as it does not

account for the diverse range of malware types encountered in real-world scenarios. Expand-

ing future research to encompass a broader spectrum of malware types would provide a more

comprehensive understanding of the e�ectiveness of neural networks in malware detection.

Such e�orts could also help mitigate the unknown variables inherent in malware analysis.

Finally, the Molloy et al., [59] study demonstrated signi�cant advancements in the develop-

ment and analysis of evasive malware using reinforcement learning. However, addressing the

identi�ed limitations, such as dataset diversity, neural network biases, and broader malware

typologies, would enhance the robustness and applicability of their �ndings in the evolving

�eld of cybersecurity.
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Figure 2.8: The H4rm0ny training process for a single episode by Molloy et al., [59]

2.10 Knowledge Graphs and RL for Malware Analysis

Piplai et al., [14], emphasise the signi�cance of addressing the challenge of using machine

learning algorithms to e�ectively investigate emerging cyberattacks, especially when histori-

cal data is available. To tackle this challenge, their research introduces an innovative approach

that leverages past knowledge to enhance reinforcement learning algorithms, enabling faster

and more e�cient malware analysis as illustrated in Figure 2.9 . By incorporating histor-

ical data, the algorithm gains valuable insights into previous cyberattacks, facilitating the

swift identi�cation of malicious �les in the aftermath of an attack. This research paper, [14],

presents a framework that consists of two key components: one uses reinforcement learning

for malware analysis, and the other uses knowledge from open sources detailing past cyber-

attacks to shape the behaviour of reinforcement learning algorithms, thereby improving their

operational e�ciency. This framework o�ers a straightforward yet e�ective solution.

The research [14] involved creating a comprehensive dataset by generating 99 distinct pro-

cesses during data collection, resulting in a robust repository of memory information. This

dataset enables the model to e�ectively guide the identi�cation of new malware. Gallant [60]

conducted similar investigations, employing multiple machine learning algorithms, such as

Perceptrons, to evaluate their performance. However, the Piplai et al., [14] approach centres

on identifying potential malware by constructing a sequence of names and ranking their ac-

tions based on Q-values. The study, [14], highlights how well this strategy works by showing

that adding Knowledge Graphs to the reward function makes it much easier to spot known

malicious processes, leading to better results.

26



Despite its strengths, the study, [14], leaves some important aspects unaddressed. For in-

stance, the criteria for selecting relevant Knowledge Graphs for new malware analysis remain

unspeci�ed. It is unclear how seamlessly AI models for automated malware analysis incor-

porate Knowledge Graphs or whether this integration might inadvertently introduce biases

from historical cases. This raises the question of whether Knowledge Graphs could carry

over biases speci�c to past incidents, potentially in�uencing the accuracy of new models.

While these concerns merit further exploration, the framework's use of Knowledge Graphs

is undoubtedly a valuable approach that enhances the e�ciency and accuracy of malware

detection. However, it is also essential to acknowledge that AI systems may have limited

awareness of diverse environments and malware behaviours, areas where human expertise

remains indispensable.

On this note, the Piplai et al., [14] study o�ers a novel and practical framework for lever-

aging historical knowledge to improve reinforcement learning-based malware analysis. While

the framework demonstrates signi�cant potential, addressing the limitations related to the

integration and possible biases of Knowledge Graphs would further re�ne its applicability in

real-world scenarios. Moreover, balancing the roles of AI and human expertise is crucial for

maximising the system's e�ectiveness in tackling evolving cybersecurity threats.

Figure 2.9: An architecture diagram specifying the di�erent steps of the proposed method by
Piplai et al., [14]
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2.11 Reinforcement Learning for E�ective Malware Analysis

The research by Quertier et al. [3] highlights how machine learning can fail to �nd new and

unknown malicious software. It also shows how di�cult it is to �x problems when classi�ers

do not correctly identify malware, especially when there is not enough information available

about what the malware is doing. As a solution to these issues, the study [3] suggested a way

to test MalConv, EMBER, and a commercial antivirus solution that combines reinforcement

learning with the REINFORCE and Deep Q-Network (DQN) algorithms. This method is

shown in Figure 2.10 .

The research focused on training reinforcement learning models, speci�cally DQN and RE-

INFORCE, to evade detection mechanisms in MalConv, EMBER, and their `Grayscale' vari-

ants. Although this approach yielded valuable insights, a broader range of models could have

broadened the study's scope and comprehensively validated the results. This would have

strengthened the analysis and o�ered a more robust assessment of the models' e�ciency. No-

tably, the study demonstrated that the REINFORCE algorithm outperformed DQN in terms

of evasion rates and overall performance, particularly when tested against a well-known com-

mercial antivirus. More comparisons with other agents and antivirus programs, on the other

hand, would have helped us learn more about how well and reliably REINFORCE works in

di�erent situations.

The research [3] o�ers a valuable methodology for identifying optimal actions that transform

malware into hidden �les, e�ectively evading detection systems. Furthermore, it emphasises

the importance of generating detailed reports, which can help security professionals under-

stand the limitations of their malware detection engines. Such reports are instrumental in

mitigating evasion strategies and improving the accuracy and speed of malware analysis.

Timely and e�ective malware investigation is crucial, as delays in identi�cation can lead to

the development of more sophisticated and resilient malware, thereby compounding security

challenges.

While the study provides signi�cant contributions, it primarily focused on a black-box setting,

analysing actions and outcomes without complete transparency into the decision-making

processes. Future research could expand on this by conducting comparative assessments

across di�erent environments, such as white-box settings, to provide a more comprehensive

evaluation of the proposed methods. Additionally, exploring these techniques in diverse

contexts could yield further insights into their performance, limitations, and adaptability.
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Finally, Quertier et al., [3], presented an innovative approach leveraging reinforcement learn-

ing to enhance malware evasion and analysis methodologies. These results show that the

REINFORCE algorithm and other RL techniques have a lot of potential. However, future

studies should address these limitations and expand their scope to better understand their

potential applications in various cybersecurity scenarios.

Figure 2.10: RL framework representation with detailed environment by Quertier et al., [3]

2.12 Modern Incident Response Enhanced by AI

In their study, Dunsin et al. [61] look at how arti�cial intelligence (AI) and machine learning

(ML) can be used in digital forensics. They focus on �nding new ways to use AI and ML

to improve malware investigations. One of the key contributions highlighted in the Dunsin

et al., [61] paper is the integration of AI and ML techniques to improve investigative preci-

sion and e�cacy in digital forensics. The paper further stated how this approach leverages

advanced computational models to automate the investigation and analysis of cyber threats,

thus addressing the growing complexity and volume of digital evidence.

Memory forensics, another focus of Dunsin et al., [61] research, emphasises the use of machine

learning algorithms to analyse memory dumps and malware. This methodology not only

automates the investigative process; it also improves the reliability of forensic investigations

by extracting and analysing multiple artefacts from memory dumps. Such an approach is

crucial to identifying malicious activities and providing robust evidence in cybercrime cases.

The advantages of integrating AI and ML into digital forensics are numerous. Data mining

techniques, for instance, enable the identi�cation of patterns and anomalies indicative of cyber
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threats, as highlighted by Dunsin et al., [61]. These techniques empower investigators to

process vast datasets e�ciently, improving both the speed and accuracy of forensic analyses.

Moreover, the application of reinforcement learning (RL) and the Markov decision process

(MDP) framework has shown promise in automating malware analysis, as evidenced in the

study's �ndings.

Despite these advancements, the research [61] acknowledges several challenges and limita-

tions. One notable concern is the validity of the data used to train AI models. Biased or

incomplete datasets can lead to inaccurate or unreliable results, undermining the forensic pro-

cess. Additionally, the selection of appropriate tools for retrieving memory dumps is essential

to maintaining the integrity and admissibility of forensic evidence. The study also under-

scores the importance of adhering to ethical and legal standards to uphold the credibility of

forensic investigations when employing AI-driven methodologies.

An intriguing aspect of the study [61] is the proposal to model reinforcement learning within

a Markov decision process (MDP) framework to facilitate malware detection in digital foren-

sics. Dunsin et al., [61] also suggest that this approach models the interaction between agents

(malware analysis models) and their environment (digital evidence) over time. This struc-

tured method provides a systematic means of evaluating di�erent states and actions, thereby

aiding in the development of an e�ective malware investigation framework. The MDP frame-

work o�ers several advantages, including its ability to adapt to evolving cyber threats and

improve the accuracy of malware analysis tools through iterative learning.

Finally, Dunsin et al., [61] research highlights the transformative potential of AI and ML

in digital forensics. While their methodologies introduce signi�cant advances in precision,

automation, and adaptability, addressing the challenges of data validity, tool selection, and

ethical considerations remains crucial for maximising the utility and credibility of these ap-

proaches in forensic practice.

2.13 Summary of Malware Reinforcement Learning

Malware reinforcement learning (MRL) is an innovative approach to analysing, mitigating,

and predicting cyber threats. This section outlines the key concepts, methodologies, and ap-

plications of MRL, emphasising its potential to transform traditional cybersecurity practices

through automated, adaptive learning solutions.
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Reference Contributions Bene�ts Drawbacks
Zhong et al., [62] Proposed three novel pertur-

bation methods
E�cient in �nding optimal
perturbation paths despite
computational constraints.

The method varies depending
on the particular dataset and
the evaluation platform.

Kim et al., [63] Formulated the sampling
problem as a Markov deci-
sion process (MDP).

Balanced load distribution
among multiple tra�c analy-
sers.

Potential computational
overhead due to DRL train-
ing.

Arif et al., [64] Enhanced the robustness of
ML-based detectors with re-
trained models.

Achieved better evasion rates
than other methods.

Relied on a �xed set of ac-
tions, potentially restricting
adversarial �exibility.

Mohanty et al., [65] Developed an RL agent to es-
timate threat levels and allo-
cate resources e�ciently.

The agent adapts to evolving
malware threats through con-
tinuous learning.

Limited focus on inter-
pretability for decision-
making.

Kavitha [66] Compared static, dynamic,
and hybrid malware analysis.

Enhanced malware detection
using deep learning.

Di�culty detecting new mal-
ware variants dynamically.

Alrammal et al.,
[67]

Designed a self-learning sys-
tem to adapt to evolving mal-
ware.

Adapts to new threats with-
out complete retraining.

Performance may vary with
the quality of input datasets.

Sun et al., [68] Applied reinforcement learn-
ing for adaptive threat re-
sponse in Power IoT.

Supports diverse IoT termi-
nal environments e�ectively.

Iterative script adjustments
could potentially cause de-
lays.

Ali et al., [69] Identi�cation of commonal-
ities and di�erences across
four DL models.

Detailed taxonomy aids un-
derstanding of security risks
in DL.

Some defences may have high
computational costs or ine�-
ciencies.

He et al., [70] Addresses zero-day malware
detection with �exible and ef-
�cient methodology.

E�ective for both known and
zero-day malware detection.

Dependence on reinforcement
learning introduces complex-
ity.

Ohashi et al., [71] Combined autoencoders with
DRL to mitigate input noise
e�ects.

Maintained high-quality deci-
sions under adversarial condi-
tions.

Additional computational
overhead during training.

Nguyen et al., [72] Introduced a taxonomy for
DRL-based cybersecurity
strategies.

O�ers scalable solutions for
multi-agent coordination.

High computational demands
and training complexity.

Etter et al., [73] Introduced OBFU-mal, a
deep RL-based malware
obfuscation framework.

Mimics real-world hacker tac-
tics, enhancing realism in
testing.

Ethical concerns about mis-
use of such frameworks by
malicious actors.

Yu [74] Introduced HDRAD to detect
APTs in smart grids.

Handles large-scale detection
tasks e�ectively.

Increased CPU scheduling
might lead to higher energy
usage.

Chen et al., [75] Introduced hardware-friendly
optimisations for encoding
and computation.

Energy-e�cient, suitable for
edge devices.

Lacks parallelism in some op-
erations, a�ecting scalability.

He and Sayadi [76] Developed a hybrid AI frame-
work for zero-day malware
detection in IoMT devices.

Real-time adaptability to
new malware types using
DRL.

Dependency on accurate
hardware performance data.

Al-Fawa'reh et al.,
[77]

Addresses model drift and
adapts to dynamic malware
patterns.

Lowers the cost and time of
sample validation.

Limited testing in highly di-
verse real-world scenarios.

Xue et al., [78] Developed a malicious code
detection model using the
A3C algorithm.

Faster model training via
asynchronous learning.

Model performance depends
on adversarial sample quality.

Wang et al., [79] Improved malware detection
accuracy through dynamic
decision-making.

Enhances detection accuracy
for malicious �les.

Potential over�tting to spe-
ci�c malware patterns.

Chen et al., [80] Proposed functionality-
preserved manipulations for
malware obfuscation.

Adaptable for adversarial
training evaluations.

Complex setup for real-world
scenarios.

Pauna et al., [81] Introduced a self-adaptive
SSH honeypot using Deep Q-
Learning.

Demonstrates scalability
with reinforcement learning
techniques.

Resource-intensive during
learning phases.

Wan et al., [82] Introduces a lightweight
RL algorithm for resource-
constrained servers.

Deep RL accelerates learn-
ing and optimises policies ef-
�ciently.

Deep RL requires signi�cant
computational resources.

Adamov [83] Developed a ransomware sim-
ulation tool using RL to
evade detection.

Provides insight into ad-
vanced ransomware evasion
techniques.

High computational cost due
to RL training iterations.

Zhang et al., [84] Highlighted the vulnerabili-
ties of GNN-based malware
detection systems.

E�ciently generates adver-
sarial samples.

May not generalise to all mal-
ware detection techniques.

Table 2.1: Summary of Malware Reinforcement Learning - I
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Reference Contributions Bene�ts Drawbacks
Rathore et al., [85] Introduced interpretable at-

tack policies to identify vul-
nerable features.

Insightful attack policies
that lower adversarial attack
costs.

Limited scalability for diverse
Android malware datasets.

Gao et al., [86] Explores the Windows PE
format for e�cient malware
obfuscation.

Improves understanding of
adversarial attacks in cyber-
security.

Potential misuse of the re-
search for malicious purposes.

Sewak et al., [87] Enhanced the realism of sim-
ulated zero-day swarm at-
tacks.

Improved training data for
defensive AI systems.

Potential misuse for generat-
ing undetectable malware.

Mo et al., [88] Developed Decoupled Proxi-
mal Policy Optimisation.

High e�ciency in perturba-
tion injection.

Limited evaluation on tasks
beyond Atari games.

Saheed et al., [89] Proposes APT-DRL model
using Deep Reinforcement
Learning for APT detection.

Reduced over�tting through
online learning.

Requires signi�cant computa-
tional resources.

Xiao et al., [90] Employs deep Q-learning to
enhance e�ciency and porta-
bility.

Reduces computational over-
head.

Limited modi�cations to in-
put features may a�ect e�ec-
tiveness.

Ali et al., [91] Validated on DRL algorithms
(DQN, PPO) in environ-
ments like Atari games and
MuJoCo.

Applicable to both targeted
and non-targeted attack sce-
narios.

Potential detectability if used
without strategic timing.

Selim et al., [92] Reframed the cyber-attack
defense as a Markov Decision
Process (MDP).

Improves resilience against
load and DER-setting cyber-
attacks.

Relatively complex computa-
tional setup for DRL model
training.

Ilahi et al., [93] Detailed review of counter-
measures against DRL adver-
sarial attacks.

Clear roadmap for addressing
DRL vulnerabilities.

Lacks real-world implemen-
tation examples for counter-
measures.

Sewak et al., [94] First to use Markov Decision
Processes for opcode-level ob-
fuscation.

Preserved functionality of ob-
fuscated programs.

High computational complex-
ity for training.

Ebrahimi et al., [95] Demonstrated signi�cant
robustness improvements in
three malware detectors.

Created a practical method
applicable to black-box set-
tings.

Limited scalability for highly
complex attack scenarios.

Nguyen et al., [96] Developed an epsilon-greedy
exploration strategy for
adaptive learning.

Adaptability to new threats
via reinforcement learning.

Performance improvement
stagnates in complex states.

Wang et al., [97] Proposed a three-stage attack
model: infection, connection,
and ex�ltration.

O�ers insights for re�ning se-
curity measures.

High variance in policy-
gradient methods during
training.

Yang et al., [98] Introduced white-box and
black-box adversarial timing
strategies

Uses physical noise patterns
for realistic attack simulation

Focused more on attacks than
concrete defensive strategies.

Wu et al., [99] Validated evasion e�ective-
ness and functionality preser-
vation using Snort.

Provides insights for improv-
ing detection system robust-
ness.

Limited to speci�c botnet
scenarios and datasets.

Tian et al., [100] Incorporated functionality
veri�cation into adversarial
example generation.

Reduced injection size, im-
proving stealth.

Limited action space a�ects
the scope of attacks.

Lopez�Yepez and
Antoine [101]

Uses a large dataset of real-
world cyber-attacks for pre-
training.

Real-world implementation
shows scalability and adapt-
ability.

Limited to text-command-
based protocols like SSH.

Mohamed et al.,
[102]

Simulated RL-based malware
targeting voltage and fre-
quency control devices.

O�ered a framework for an-
ticipating intelligent cyber-
physical attacks.

Did not test on larger or more
complex power grid systems.

Wang et al., [103] Highlights RL's ability to ef-
�ciently identify e�ective at-
tack strategies.

Reveals network vulnerabili-
ties e�ciently.

Requires iterative tuning and
retraining for new threats.

Dangi et al., [104] Provided a uni�ed framework
for monitoring threats and
optimising supply chains.

Enhanced cybersecurity with
live memory forensics.

Requires signi�cant adapta-
tion of existing processes.

Wan et al., [105] Proposed a Hotbooting-Q
technique to boost learning
speed and performance.

Faster detection process. Increased computational
complexity due to DQN.

Table 2.2: Summary of Malware Reinforcement Learning - II

2.14 Research Gaps and Justi�cation of Contributions

Despite signi�cant advancements in reinforcement learning (RL)-based approaches for mal-

ware detection, several critical gaps persist that underscore the need for the proposed frame-
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work presented in this study. The literature review extensively explores reinforcement learn-

ing models, yet many studies fail to address the practical challenges encountered in post-

incident malware forensics, speci�cally in dynamic environments involving diverse malware

types and operating systems. Furthermore, limited attention has been given to integrating

reinforcement learning with memory forensics to enhance the accuracy and speed of mal-

ware investigations. This research aims to �ll these gaps by proposing a novel framework for

post-incident malware analysis based on reinforcement learning.

One prominent limitation in existing studies is the lack of comprehensive datasets and diverse

operating systems used for testing. For instance, the work by Binxiang et al., [10] demon-

strates the application of Q-learning for malware detection but con�nes its evaluation to a

single dataset, raising concerns about generalisability across real-world scenarios. The dataset

lacked diversity, focusing primarily on Portable Executable (PE) attributes, which restricts

its utility in identifying polymorphic and advanced persistent threats (APTs). Similarly, Fang

et al., [11] proposed the Deep Q-Network-based Evasion Against Firewalls (DQEAF) model

but acknowledged the dependency on limited data for e�ective malware evasion. In contrast,

the present study expands upon these approaches by incorporating live memory dumps from

13 di�erent operating systems, ensuring robustness and broader applicability.

Moreover, while reinforcement learning models like AMG-VAC by Ebrahimi et al., [12] have

been developed to counter black-box attacks on static malware detectors, these systems often

remain con�ned to discrete action spaces. This limitation hinders their �exibility in handling

diverse malware types and adaptive threats. Ebrahimi et al., [12] noted the challenges of

generalising RL-based frameworks to scenarios with complex action requirements. The cur-

rent study addresses this by leveraging a Markov Decision Process (MDP) model to de�ne

both discrete and continuous action spaces. This model enables agents to evaluate 67 unique

states and ten potential actions, enhancing the scalability of the proposed solution across

varied investigation tasks.

Another critical gap involves the integration of reinforcement learning with domain-speci�c

knowledge, a key factor in improving malware detection accuracy. Piplai et al., [14] em-

phasised the importance of incorporating historical data into reinforcement learning models

through knowledge graphs. However, the potential biases introduced by historical data remain

unaddressed in their framework. The present study mitigates this limitation by incorporat-

ing evidence-based, acquired memory forensics data instead of relying solely on historical

datasets. This approach enables the framework to adapt dynamically to new and evolving
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malware patterns.

Additionally, the research presented by Molloy et al., [59] underscores the vulnerability of

neural networks to adversarial manipulation, particularly during the training phase. The

H4rm0ny multi-agent reinforcement learning system proposed in their study demonstrated

resilience against certain attacks but failed to account for broader malware typologies. Our

study builds upon Molloy et al., [59] �ndings by introducing a uni�ed post-incident malware

investigation model that integrates reinforcement learning with memory forensic tools like

Volatility and AWK Module. This integration ensures a higher degree of adaptability to

both static and dynamic malware threats.

A signi�cant contribution of this research lies in its practical applicability, bridging the gap

between theoretical models and real-world implementation. Previous works, such as Quertier

et al., [3], developed RL-based frameworks for malware evasion but primarily focused on

black-box settings without transparency into decision-making processes. This study diverges

by providing a transparent research design for post-incident analysis, leveraging RL to stream-

line the identi�cation and classi�cation of malicious artefacts within live memory dumps. The

model evaluates performance using metrics such as time e�ciency and malware identi�cation

accuracy, o�ering a practical benchmark for real-world applications.

Furthermore, the proposed framework introduces an innovative approach to action and state

space de�nition. Unlike prior studies, which often rely on generic state-action mappings, this

research employs a detailed mapping process. Actions include obtaining live memory im-

ages, analysing DLLs and registry hives, and classifying suspicious processes. This granular

approach ensures that the agent's decisions are precise, reducing errors and enhancing inves-

tigation e�ciency. Such advancements build on the foundational work of Anderson et al.,

[57], who emphasised the need for detailed state-action mappings in reinforcement learning

but lacked practical implementations.

Another area where this study advances the state of the art is in its experimental setup.

The use of diverse virtualised environments, representing multiple operating systems and

malware variants, addresses the lack of environmental diversity often seen in existing studies.

For example, the research by Ra� et al., [106], focused primarily on static malware detection

techniques but failed to account for the dynamic nature of malware behaviour across di�er-

ent platforms. As a result of creating a comprehensive dataset of infected and uninfected

memory dumps for this research, this study o�ers a more realistic evaluation of the proposed

framework, ensuring its relevance in real-world scenarios.
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Moreover, the research tackles the ethical and security concerns associated with reinforcement

learning-based malware detection frameworks. As highlighted by Liu et al., [55], the use of RL

for malware analysis raises potential risks, including misuse by adversarial actors. This study

incorporates a secure experimental setup3.1 , using an isolated network, mitigating such risks

while maintaining the integrity of the research. Additionally, the framework adheres to ethical

guidelines for malware analysis, ensuring that the proposed methods do not inadvertently

enable malicious activities.

Finally, this study addresses critical gaps in the existing literature by introducing a uni�ed

reinforcement learning-based framework for post-incident malware investigation. As a result

of leveraging a Markov Decision Process (MDP) model, the proposed approach overcomes the

limitations of heuristic, static, and generic RL models, enhancing scalability and adaptability.

The integration of memory forensics tools, coupled with a comprehensive experimental setup,

ensures the practical applicability of the framework. Furthermore, the research contributes to

the broader �eld by providing transparent methodologies, ethical safeguards, and performance

benchmarks, marking a signi�cant step forward in the domain of cybersecurity.

2.15 Comparison of our research with existing related work

This section provides a detailed comparison of key studies that have signi�cantly in�uenced

the design of the research methodology inChapter 3, emphasising relevant contributions

from prior work and highlighting how the current approach builds upon and di�ers from ex-

isting research. As a result of identifying gaps in these closely aligned studies, we demonstrate

the unique contribution of our research within the context of the most recent advancements.

The aim is to clearly position our work in relation to existing literature and to showcase how

it �lls critical voids in the �eld.

In our research, we implemented Backward Q-learning within a de�ned set of action and

state spaces to train reinforcement learning agents for investigating malware in post-incident

malware forensics. We improve the agent's performance by continuously providing it with

feedback on its performance in the MDP environment. Similarly, Binxiang, Gang, and Ruoy-

ing [10] leveraged deep reinforcement learning to overcome the limitations of traditional

signature-based methods, using Q-learning to adapt to evolving malware threats, demon-

strating the superiority of RL over static approaches. In a similar approach, Fang et al.,

[9] extended this by proposing the DQEAF model, which uses deep Q-networks to evade

anti-malware engines, emphasising the creation of evasive malware that bypasses traditional

malware analysis methods. The Markov Decision Process's (MDP) model helped us organise
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our research even more. It helped us compile a list of the states and actions that make up

the proposed reinforcement learning post-incident malware investigation framework. For in-

stance, it assisted us in acquiring live memory images and identifying the operating systems

in use. In a related study, Quertier et al., [3], used the DQN and REINFORCE algorithms

in an MDP framework to test machine learning-based malware analysis engines and �nd ac-

tions that could turn malware into undetected �les. In de�ning our action and state space,

we identi�ed 67 unique states and up to 10 actions within our RL model, facilitating a

thorough malware forensics investigation. This detailed mapping is similar to the work of

Ebrahimi et al., [12], who used action and state spaces in their AMG-VAC model to improve

static malware analysis in black-box attack scenarios. Their study showed the pros and cons

of using separate action spaces for various malware identi�cation needs.

Additionally, we integrated various machine learning techniques, including static and be-

havioural analysis, to enhance our proposed framework's robustness; this integration was

adapted from the works of Wu et al., [52], [107], and Ghanem, Mouloudi, and Mourchid [108],

who emphasised the enhancement of malware analysis models using reinforcement learning by

incorporating past knowledge into RL algorithms to improve malware identi�cation and clas-

si�cation. In parallel, Piplai et al., [14] also explored the use of knowledge graphs to inform

RL algorithms for malware identi�cation, highlighting the bene�ts of incorporating historical

data into machine learning processes. In addition, we evaluated the performance of the RL

model in our research methodology based on its ability to reduce the time required for post-

incident malware forensic investigations and its accuracy in identifying malware. We measure

this by conducting extensive experimental testing in simulated real-world scenarios. Simi-

larly, in the broader literature, performance metrics often include the accuracy of malware

identi�cation and the time e�ciency of the forensic process. For example, a study by Ra�

et al., [106], evaluates their RL-based malware identi�cation system on similar parameters

used in our research. While the related work provides a solid foundation in malware analy-

sis and MDP modelling, our research methodology builds upon this foundation by o�ering

practical, detailed methodologies and demonstrating their application in real-world scenarios.

This progression from theoretical concepts to practical implementation marks a signi�cant

contribution to the �eld of cybersecurity and port-incident malware forensics investigation.
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Chapter 3

Experimental Setup

3.1 Datasets Generation

To implement and validate our proposed reinforcement learning malware investigation frame-

work, we took a systematic approach to creating a comprehensive malware dataset using the

London Metropolitan University Digital Forensics Laboratory [109]. First, we estab-

lished thirteen virtual machines within an isolated network to ensure a secure and controlled

environment for our experiments and the Eduroam network. This setup was critical to pre-

venting the spread of unintended malware and maintaining the integrity of our data collection

process. Next, we uploaded13 di�erent ISO �les, as shown in Table 3.1 , each represent-

ing various versions of the Windows operating system. This diverse selection of operating

systems allowed us to test our framework across a broad spectrum of environments [110].

Malware Variant Target Windows OS
1 - Locky.AZ Windows 11 WinDev2303Eval .
2 - DeriaLock Windows 11 ISO 22H2 - 64bit.
3 - SporaRansomware Windows 10 2022 - 32bit.
4 - GandCrab Windows 10 2022 - 64bit.
5 - GoldenEye Windows 10-64bit.
6 - In�nityCrypt Windows 10 MSEdge.
7 - LuckyLcoker Windows 8.1 Pro 6.3.9600 - 64bit
8 - Dharma Windows 8.1 Pro 6.3.9600 - 32bit.
9 - WannaCry Windows 7 Professional SP2.
10 - Cerber Windows 7 All in One AIO (64-bit).
11 - Win32.BlackWorm Windows 7 Professional
12 - PowerLoader Windows 7 Starter.
13 - W32.MyDoom.A Windows 7 Ultimate.

Table 3.1: Malware and Targeted Windows Platforms

Next, we introduced a variety of malware to infect each of these operating systems. We

speci�cally chose each malware type to represent di�erent attack vectors and behaviours,

providing a robust challenge for our investigation framework. We took an initial snapshot

37



of the environment and saved the live memory dump for each installed ISO �le on the vir-

tual machine. Subsequently, we infected the virtual machine with the selected malware, as

indicated in Table 4, and then captured another snapshot. This process resulted in pairs of

snapshots, one uninfected and one infected, for each operating system. This methodology

produced 13 RAM �les from the uninfected environments and another 13 from the infected

ones. To analyse these �les, we used the Volatility framework, a powerful tool for memory

forensics. We manually examined both the infected and uninfected RAM �les, which, as a

result, enabled us to identify signi�cant changes and behaviours indicative of malware pres-

ence. To ensure replication and veri�cation of our procedures, we diligently documented each

stage of the analysis.

Figure 3.1: Experimental Setup and Dataset Generation

This documentation for the experimental setup and dataset generation was critical for main-

taining the integrity of our research as well as for future reference. Finally, based on our

analysis of the26 �les, we created a detailed malware work�ow diagram. This diagram maps

out the typical processes and behaviours associated with the malware samples, providing a

visual and analytical aid for understanding how di�erent malware a�ects system memory.

This work�ow diagram is a crucial component of our proposed reinforcement learning post-

incident malware forensics investigation framework, serving as a foundational element for

training and validating our model. The visual diagram in Figure 3.1 illustrates the steps

we took to create the dataset, outlining each component, from setting up the virtual machine

to creating the malware work�ow diagram.

3.2 Elaboration of Malware Investigation Work�ow Diagram

The research methodology extends from our comprehensive experimental setup and dataset

generation process to the development of a detailed malware analysis work�ow diagram, as
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depicted in Figure 3.2 . This diagram is integral to our reinforcement learning malware

investigation framework, encompassing various malware analysis techniques, including data

collection, examination, and analysis. Our dataset, comprising live memory dumps from 13

di�erent versions of Windows operating systems�both infected and uninfected�provides the

foundation for this work�ow. We examined these dumps to detect anomalies, indicators of

compromise, and potential malware artefacts by using the Volatility framework for memory

forensics.

Figure 3.2: Elaboration of Malware Work�ow Diagram

The analysis phase incorporates a diverse array of techniques such as static analysis, signature-

based analysis, behavioural analysis, and machine learning algorithms. The resulting malware

work�ow analysis diagram not only maps out the typical processes and behaviours associated

with our chosen malware samples, but it also serves as a crucial tool for improving informa-

tion security and post-incident malware forensic investigations. Our structured approach

rigorously trains and validates our reinforcement learning model, strengthening our malware

investigation capabilities.

3.3 Markov Decision Process (MDP) Elaboration

The proposed post-incident malware forensics investigation incorporates the Markov Decision

Process (MDP), a mathematical framework that models decision-making when outcomes are

partially random and partially under a decision-maker's control. To achieve this, our MDP

consists of the following components:

ˆ States (S) : In this case, jSj = 67 states.
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ˆ Actions (A) : In this case, jAj = 10 actions.

ˆ Transition Function (T) : T(s; a; s0) represents the probability of transitioning from

state s to state s0 under action a.

ˆ Reward Function (R) : R(s; a) represents the immediate reward received after per-

forming action a in state s.

ˆ Discount Factor ( 
 ) : A factor 
 2 [0; 1] that discounts future rewards.

Step 1: De�ne States and Actions

ˆ Let S = f s0; s1; s2; : : : ; s66g where eachs represents a unique state in the malware

investigation model process.

ˆ Let A = f a0; a1; a2; : : : ; a9g where eacha represents a possible action.

Step 2: De�ne Transition Function T(s; a; s0)

ˆ The transition function T(s; a; s0) gives the probability of moving from state s to state

s0 when action a is taken.

ˆ Example: If taking action a2 in state s5 has a 0.8 probability of transitioning to state

s10, then T(s5; a2; s10) = 0 :8.

Step 3: De�ne Reward Function R(s; a)

ˆ The reward function R(s; a) provides the immediate reward received after taking action

a in state s.

ˆ Example: If taking action a3 in state s8 gives a reward of 10, thenR(s8; a3) = 10 .

Step 4: De�ne Discount Factor 


ˆ Choose a discount factor
 (typically between 0.9 and 1) to weigh future rewards.

3.3.1 De�ning MDP Parameters for Action and State Spaces

The Reinforcement Learning Post-Incident Malware Investigative Model uses the malware

work�ow diagram to de�ne parameters for action and state spaces. The agent uses live
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memory dumps to analyse and identify malware artefacts, with109 distinct actions within a

de�ned environment. The state array aligns with the malware work�ow diagram, encompass-

ing 67 unique states. To achieve this alignment, we follow steps such as installing WinPmem,

obtaining live memory images, understanding the operating system, extracting process infor-

mation, listing DLLs, tracking open handles, collecting network data, �guring out registry

hives, listing keys, duplicating processes into executable �les, and sending them to Known

File Filter Server.

3.3.2 MDP Sub-Models

The submodels of the proposed Markov Decision Process (MDP) serve as distinct segments

within the broader and uni�ed MDP framework. Each subsection encompasses key elements,

including states, actions, rewards, and a transition probability function. These components

play a vital role in enabling the uni�ed MDP to equip an agent with the tools needed to detect

and isolate suspicious portable executable �les for further investigation. Furthermore, this

methodology sets a standard for tasks such as identifying process identities, analysing DLLs

and handles associated with processes, inspecting network artefacts, and detecting evidence

of code injection.

ˆ WinPmem Installation : The WinPmem MDP subset illustrated in Figure 3.3 rep-

resents the di�erent states and actions involved in the installation process, including

troubleshooting and resetting if errors or corruption occur during the installation. The

ultimate goal is to reach State 5 , indicating a successful installation of WinPmem.

Each action is associated with a transition between states, either progressing through

the installation, returning to a previous state for debugging, or starting over. The

MDP helps model and understand the decision-making process involved in WinPmem

installation.
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Figure 3.3: WinPmem Installation MDP

ˆ Acquiring Live Memory Image: Figure 3.4 illustrates a decision-making process that

encompasses actions, states, and transitions, ultimately aiming to obtain a live mem-

ory image. Along the way, potential errors may arise, requiring debugging to ensure

progress. We frame this process as a Markov decision, emphasising that the actions

taken in each state determine the subsequent transitions. However, reaching the desired

outcome, state 10, which signi�es the successful acquisition of a live memory image, is

the primary objective.

Figure 3.4: Acquiring Live Memory Image
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ˆ Identifying the Operating System: Figure 3.5 illustrates a sequence of Markov Decision

Processes (MDP) that incorporates state transitions and actions targeted at identifying

the operating system. We represent each state as the system's current status and

undertake speci�c actions to accurately identify the operating system. This process

includes debugging steps to address potential errors and crashes encountered along the

way. Notably, in State 15 , the agent successfully identi�es the suggested pro�le name,

date, and time information through the use of the Volatility Image Plugin, signifying

the successful completion of operating system identi�cation.

Figure 3.5: Identifying Operating System

ˆ Identifying Process Information : Figure 3.6 provides a detailed representation of the

states and actions within the Markov Decision Process (MDP) for retrieving process

information. This process incorporates the use of various plugin functions, enabling

e�cient data collection about processes. Additionally, it includes debugging steps to

resolve issues and o�ers multiple approaches for gathering process-related data, allowing

for �exibility and adaptability in achieving the desired outcome.
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Figure 3.6: Identifying Process Information

ˆ AWK Module Features Extractions and Print List of Loaded DLLs : As depicted in

Figure 3.7 , the agent begins by utilising the identi�ed process information and exe-

cuting an AWK module to extract features associated with suspicious portables. The

process successfully completes the feature extraction and stores it in an output �le.

After this, the work�ow shifts into a Markov Decision Process (MDP) that extracts in-

formation about the loaded DLLs for a speci�c process. This phase involves executing

the DLLLIST plugin, addressing potential issues through debugging, and incorporat-

ing mechanisms to reset and repeat the analysis if required, ensuring a thorough and

reliable examination.

Figure 3.7: AWK Module Features Extractions and Print List of Loaded DLLs

ˆ Print list of open handles for each process: Figure 3.8 shows a Markov Decision Pro-

cess (MDP) that looks at open handles that are linked to di�erent processes, especially

those that are linked to suspicious portable �les. This process involves executing the

HANDLES plugin, resolving potential issues through debugging, and incorporating the
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option to reset and repeat the analysis if required. Analysing open handles is a valuable

approach to monitoring system activities and detecting potential security or resource

management concerns. The next steps in the MDP involve gathering network data,

beginning with the capture of live memory, searching for TCP connections, and ex-

tracting characteristics associated with both local and remote IP addresses. This phase

also includes debugging any encountered issues and provides the �exibility to reset the

process for further analysis. Cybersecurity and network analysis commonly use these

methods to uncover and evaluate network-related activities and potential threats. The

�nal step of the process involves identifying the HiveList registry by utilizing live mem-

ory acquisition and executing HiveList extraction plugins. This step also integrates

debugging mechanisms to tackle potential issues and resets the process for further or

repeated analysis, guaranteeing a comprehensive and thorough evaluation.

Figure 3.8: Print list of open handles for each process, Identifying Network Information, and
Identifying Registry Hivelist

ˆ Printkey Function : Figure 3.9 illustrates a Markov Decision Process (MDP) that as-

sesses executable launches during system start-ups. The process includes actions aimed

at identifying malicious executables, addressing issues through debugging, and provid-

ing the option to reset the analysis for more thorough evaluation. We employ a parallel

work�ow for benign executables that involves steps to identify them, resolve potential

issues through debugging, and reset the process to facilitate additional analysis. This

comprehensive approach ensures a systematic evaluation and enhances the accuracy of

executable classi�cations during system initialisation.
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Figure 3.9: Printkey Function

ˆ Dump a Process to an Executable: Figure 3.10 illustrates a Markov Decision Process

(MDP) designed to address various scenarios and potential errors encountered during

the process of dumping a process into an executable �le sample. This work�ow involves

performing a series of actions, troubleshooting errors through debugging, and resetting

the process to allow for repeated attempts as needed. The ultimate objective is to ensure

the process reaches a successful state by accurately providing the required information,

demonstrating a structured and iterative approach to achieving reliability and precision.

Figure 3.10: Dump a Process to an Executable

ˆ Upload a Process to a Known File Filter Server: Figure 3.11 outlines a decision-
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making process that considers various outcomes associated with uploading executables

to Known File Filter Server. Steps for debugging errors, resetting the process, and

making informed decisions based on identifying the uploaded executable as malicious or

benign are all part of the work�ow. This iterative process allows for multiple attempts,

ensuring the system can e�ectively handle a range of scenarios and address the potential

security implications of executable �les.

Figure 3.11: Upload a Process to a Known Files Filters

ˆ Dumping the addressable memory for a process: Figure 3.12 presents a Markov Deci-

sion Process (MDP) designed to handle various scenarios and potential errors encoun-

tered during the process of dumping the addressable memory of a given process. This

structured work�ow encompasses executing multiple actions, addressing issues through

debugging, and resetting the process to allow for repeated attempts as necessary. The

primary objective is to achieve a successful memory dump by systematically overcoming

challenges and ensuring accurate execution.

Figure 3.12: Dumping the addressable memory for a process
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ˆ Analysing the dumped-out addressable memory of a process: Figure 3.13 illustrates

a process that evaluates various outcomes from the analysis of dumped addressable

memory. This process incorporates debugging to resolve errors, rewarding the system

for successfully identifying malware or speci�c keywords, and resetting the work�ow to

facilitate further analysis. This structured approach ensures thorough examination and

adaptability in handling di�erent scenarios during memory analysis.

Figure 3.13: Analysing the dumped-out addressable memory of a process

ˆ Iterative Memory Analysis Work�ow : Figure 3.14 outlines a process that enables

multiple attempts to analyse the dumped addressable memory of a process under various

conditions and criteria. These criteria include suggested malware names and post-

execution methods. This iterative approach equips the system to adapt and respond

e�ectively to diverse scenarios, enhancing the reliability and depth of the analysis.
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Figure 3.14: Analysing the dumped-out addressable memory of a process

3.3.3 Backward Q-Learning: A Hybrid Approach Combining Q-Learning

and SARSA for Optimised Decision-Making

To enhance the e�ciency and adaptability of the post-incident malware investigation model,

this research introduces a hybrid reinforcement learning algorithm termedBackward Q-

Learning. This approach combines the strengths of Q-Learning and SARSA to address the

challenges posed by the dynamic and stochastic nature of malware behaviour. Backward

Q-Learning capitalises on the o�-policy exploration capabilities of Q-Learning while lever-

aging the on-policy updates of SARSA to create a balanced learning paradigm suitable for

environments with partial randomness and sequential dependencies.

Backward Q-Learning: Formula and Explanation At the heart of Backward Q-

Learning is a novel update rule that dynamically combines the Q-Learning and SARSA

paradigms. The Q-valueQ(s; a), which represents the expected cumulative reward of taking

action a in state s and following a policy thereafter, is updated as follows:

Q(s; a)  Q(s; a) + �
�
r + 


�
(1 � � ) max

a0
Q(s0; a0) + �Q (s0; a0)

�
� Q(s; a)

�
(3.1)

Where:

ˆ � : The learning rate (0 < � � 1), which controls the magnitude of updates to the

Q-value.
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ˆ r : The immediate reward obtained after taking action a in state s.

ˆ 
 : The discount factor (0 � 
 � 1), which represents the agent's preference for future

rewards over immediate ones.

ˆ � : The blending factor (0 � � � 1), governs the contribution of SARSA (on-policy

updates) and Q-Learning (o�-policy updates).

� � = 0 : The update rule reverts to pure Q-Learning, focusing solely on the highest

future Q-value.

� � = 1 : The update rule reverts to pure SARSA, emphasising the action actually

taken by the agent.

ˆ maxa0 Q(s0; a0): The maximum Q-value among all possible actions in the next states0,

representing the greedy behaviour characteristic of Q-Learning.

ˆ Q(s0; a0): The Q-value of the speci�c action a0 taken in the next state s0, emphasising

SARSA's policy-driven updates.

ˆ Q(s; a): The existing Q-value for the current state-action pair.

The term:

(1 � � ) max
a0

Q(s0; a0) + �Q (s0; a0)

blends the optimal action value from Q-Learning with the actual action value from SARSA,

allowing the model to dynamically adjust its learning strategy.

Explanation of the Update Process The update rule incorporates three key compo-

nents:

1. Current Q-Value ( Q(s; a)) : Represents the agent's current estimate of the value of

performing action a in state s.

2. Temporal Di�erence ( r + 
 (:::) � Q(s; a)) : Measures the di�erence between the

current Q-value and the observed reward plus the expected future value.

3. Blended Future Value : Combines the o�-policy value (maxa0 Q(s0; a0)) and on-policy

value (Q(s0; a0)) based on� .
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This formulation ensures that the agent learns both from its actual trajectory (SARSA)

and the optimal trajectory (Q-Learning), thereby improving both adaptability and long-term

planning.

Application in Malware Forensics We apply Backward Q-Learning to the malware

investigation framework, which is de�ned by 67 states and 109 actions. In this context:

ˆ States ( s) : Represent di�erent stages of the investigation, such as identifying processes,

analysing DLLs, or dumping memory.

ˆ Actions ( a) : Include operations like executing plugins, debugging errors, or resetting

the investigation environment.

ˆ Rewards ( r ) : Re�ect the success or failure of actions, incentivising e�cient identi�-

cation of malicious artefacts.

Implementation Steps

1. Initialisation : The Q-table is initialised as a zero matrix with dimensions jSj � j Aj,

wherejSj = 67 and jAj = 109. We set an initial policy using an epsilon-greedy approach,

which balances exploration and exploitation.

2. Action Selection : The agent selects an action using the epsilon-greedy policy, where

with probability � , it explores a random action, and with 1 � � , it exploits the action

with the highest Q-value.

3. Reward and Transition : The agent observes the rewardr and transitions to the next

state s0.

4. Q-Value Update : The Q-value is updated using the Backward Q-Learning formula,

blending the o�-policy and on-policy components.

5. Backward Update : After completing an episode, the algorithm performs backward

updates to revise earlier state-action pairs based on delayed rewards, ensuring that the

policy re�ects long-term dependencies.

Experimental Insights The implementation of Backward Q-Learning in the malware in-

vestigation model produced several signi�cant results:
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ˆ Convergence Speed : The agent achieved faster convergence to the optimal policy

compared to stand-alone Q-Learning or SARSA. This improvement was attributed to

the dynamic adjustment of � , which enabled the agent to balance exploration and

exploitation adaptively.

ˆ Policy Adaptability : The hybrid approach allowed the agent to respond e�ectively to

varying malware behaviours and uncertainties in the environment. Backward updates

ensured that the agent could revise its decisions based on delayed feedback, enhancing

overall accuracy.

Challenges and Mitigation

ˆ High Dimensionality : With 67 states and 109 actions, the state-action space was

computationally intensive.

� Mitigation : Dimensionality reduction techniques, such as state aggregation and

feature extraction, were applied to simplify the space.

ˆ Dynamic Adjustment of � : Determining the optimal blending factor � in real-time

was challenging.

� Mitigation : A heuristic approach was employed, dynamically adjusting� based on

the variance in rewards across recent episodes.

Backward Q-Learning is a novel and e�ective reinforcement learning methodology that en-

hances the performance of the malware investigation framework. As a result of combining

Q-Learning and SARSA, we enable the agent to navigate the complex and dynamic envi-

ronment of malware forensics with improved accuracy and e�ciency. This hybrid approach

represents a signi�cant advancement in RL, providing a robust tool for post-incident investi-

gations.

3.4 The Uni�ed Malware MDP Model

Figure 3.15 illustrates the Uni�ed Markov Decision Process (MDP), which integrates all the

individual MDP subsections into a cohesive framework, o�ering a comprehensive perspective.

This uni�ed approach enables the agent to navigate the environment e�ciently and make

well-informed decisions throughout the malware investigation process.
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Figure 3.15: The Uni�ed Markov Decision Process Malware (MDP) Model

3.5 The Proposed Uni�ed Post-Incident Malware Investiga-

tion MDP Model

In the proposed Reinforcement Learning Post-Incident Malware Investigation Model, as

shown in Figure 3.16 , the `Agent ' is the decision-maker that interacts with the envi-

ronment. The `Environment ' is the live memory dump in which the agent interacts. It

provides the agent with state and reward data. The `State' (s) is a representation of the

agent's current situation in the environment. The `Action' (a) is the set of all possible

moves the agent can take. The environment provides feedback, known as the`Reward' (r),

to evaluate the agent's actions. The agent uses the'Policy' as a strategy to decide the next

action based on the current state. The`Value Function' (V(s)) is a function that esti-

mates the expected cumulative reward from a given state following a particular policy. The

`Q-Function' (Q(s, a)) is a function that estimates the expected cumulative reward from

taking a particular action in a given state, following a particular policy. The agent observes

the current state of the environment. The agent selects an action based on this state and its

policies. The environment transitions to a new state and provides a reward to the agent. The

agent updates its policy and value functions based on the reward received and the new state.

This iterative process continues until the agent learns an optimal policy that maximises the

cumulative reward over time.
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Figure 3.16: The Proposed Uni�ed Post-Incident Malware Investigation MDP Model

3.6 An Overview of the di�erent MDP Environments

The Malware Work�ow Diagram illustrated in Figure 3.2 serves as the basis for the pro-

posed Markov Decision Process (MDP), which we represent as theBlankEnvironment. It

incorporates essential components such as states, actions, rewards, transition probabilities,

and episode completion status. This environment features a discrete action space with10

possible actions and a discrete observation space with67 possible observations. The system

assigns a standard negative reward of� 0:04 for each step and grants a positive reward of4

upon successful malware identi�cation.

The BlankEnvironment_with_Rewards introduces modi�cations by assigning a positive re-

ward of 2 to terminal states (states 34 and 37) when a portable executable is classi�ed as

malicious or benign, provided the condition done == True. We use a hyperparameter value

of 4 to signi�cantly reward accurate early-stage classi�cations as the agent traverses the neces-

sary states to reach its conclusions. To improve the learning process even further, the reward

system will give the agent a bigger reward (4 points) for correctly identifying malicious exe-

cutables early on and less of a punishment for labelling benign executables, since benign �les

are more likely to be labelled early on. This reward adjustment aims to promote accurate

decision-making while gradually enhancing the agent's pro�ciency in identifying suspicious

�les.

In contrast, BlankEnvironment_with_Time builds on the structure of BlankEnvironment but

implements distinct reward con�gurations to prioritise e�ciency. In this version, the agent
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receives a harsher negative reward of� 0:1 for each step, compared to the regular penalty

of � 0:04. This stricter penalty encourages the agent to identify malicious �les through the

most direct path while discouraging unnecessary actions that extend the analysis duration.

We signi�cantly penalise episodes that lengthen due to extra steps, promoting streamlined

decision-making. We treat the reward mechanism in this environment as a hyperparameter,

regularly re�ning it to enhance the agent's performance and adaptability.

3.7 Implementing BlankEnvironment MDP Python Libraries

The BlankEnvironment setup, illustrated in Figure 3.17 , begins by importing key libraries

such as `NumPy` [111], `Random` [112], and `Time` [113], each serving a speci�c purpose.

NumPy, imported using `import numpy as np`, is a vital library for numerical computations,

particularly for managing arrays and matrices, making it essential in reinforcement learning

(RL) for handling state and action spaces and implementing numerical algorithms. The

Random module, imported via `import random`, supports stochastic operations by providing

functions for generating random numbers and making random selections. The Time module,

brought in with `import time`, facilitates time-related functions, including measuring code

execution time to analyse performance. The execution time for imports is recorded using

`t1 = time.time()` for the start time and `t2 = time.time()` for the end time, with the total

duration calculated as `ta = t2 - t1 .̀ The result, displayed through `print(t2 - t1)`, is used

to optimise performance and compare the proposed RL post-incident malware investigation

model with human expert evaluations.

Additionally, the setup incorporates the Gym library [114], a widely used toolkit in RL for

de�ning environments, agents, and evaluating their performance. Gym imports the 'spaces`

module, which provides space classes (e.g., discrete) that represent possible observations

and actions in an RL environment. Combined with NumPy, which supports e�cient array

and matrix operations, the integration of these libraries establishes a robust foundation for

RL-based implementations. This initial setup ensures precise timing analysis, promotes com-

putational e�ciency, and facilitates e�ective state-space management, enhancing the overall

performance of the proposed RL model.
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Figure 3.17: Implementing BlankEnvironment MDP Python Libraries

3.8 Initialise Q-Table

In Section 3.3 , the parameters for action and state spaces were discussed as the foundation

for constructing the Q-Table depicted in Figure 3.18 . The implementation of the Q-Table is

based on prede�ned action and state spaces, allowing for a total of 67 states and a maximum

of 10 possible actions per state. We structure the table with rows representing the 67 states

and columns representing the actions (up to 10).

To create this table, the expression `np.zeros((67, 10))` is employed, initialising a 67x10 matrix

where each element is set to zero. This matrix serves as a placeholder for future computations,

data storage, and manipulation. The use of `np` as an alias for the NumPy library, which

was previously imported with the command `import numpy as np`, facilitates the process.

The `zeros()` function, a built-in feature of NumPy, generates an array �lled with zeros, and

its �exibility allows users to specify the desired shape by providing a tuple argument. In this

case, the tuple `(67, 10)` de�nes the array dimensions, aligning with the requirements of the

action and state spaces for the Q-Table. This structured approach ensures an e�cient and

adaptable framework for reinforcement learning computations.
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Figure 3.18: Initialise Q-Table

3.9 Implementation of the BlankEnvironment

As shown in Figure 3.19 , we de�ne a new class namedBlankEnvironment , which inherits

from gym.Env, indicating its intended use as a gym environment. For theBlankEnvironment

class, the constructor methoddef __init__(self) initialises the class instance. The next

variable de�nes the environment's action space and observation space. The action space is

discrete, with 10 possible actions, while the observation space is discrete, with67 possible

observations. The next variable, self.state = 0 , sets the initial state of the environment

to 0. We initialise self.P = dict() as an empty dictionary to store transition probabilities

in the subsequent code block.

Figure 3.19: Initialise and Implement the BlankEnvironment Class
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3.10 De�ning Reset Function

The `def reset(self)` function, depicted in Figure 3.20 , is a method designed to reset

the environment to its initial state and return the corresponding initial observation. This

function is a standard requirement for gym environments, ensuring consistency across imple-

mentations. During the reset operation, the statement `self.state = 0` initialises the state to

`0` and subsequently returns this initial state as the starting point for further interactions

within the environment.

Figure 3.20: De�ning Reset Function

3.11 De�ning Step Function

Figure 3.21 illustrates the `def step(self, action)` method within the `BlankEnvi-

ronment` , which simulates a single step of interaction based on the given action. In this

method, the variable `temp` is assigned a random number between `0` and `1` using the

`np.random.rand(1)` function. A tuple (`k`) is initialised with default values, serving as a

placeholder for further updates.

If the current state is within the range of `0` to `66` and the action is within the range of

`0` to `9`, the tuple `k` is updated with speci�c values: the `current state`, `1`, a reward of

`-0.04`, and `False .̀ This approach ensures that the tuple `k` is appropriately set based on the

provided `current state` and `action`, facilitating the simulation of the environment's response

to the agent's decision.

Figure 3.21: De�ning Step Function
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3.12 Return the Value of the Variable `K' In BlankEnviron-

ment

The return k statement is a component of a Python function that serves to return the

value of the variable k as a result of executing the function, as illustrated in Figure 3.60 .

Within this context, it operates within the BlankEnvironment and outputs the result of

performing a speci�c action in the environment. Additionally, this code facilitates resetting

the environment to a designated state (State 0) and provides information, represented as a

tuple, regarding the state transition or the action taken.

To further analyse execution e�ciency, the time module was implemented to measure the du-

ration required to execute theBlankEnvironment , resulting in a recorded time of 0.7037982940673828

seconds.

The function

def render ( s e l f , mode= 'human ' ) :

de�nes a method namedrender , which is used to display the current state of theBlankEnvironment .

The parameter mode, which defaults to 'human' , indicates that the rendering is intended to

be comprehensible to a human observer.

Furthermore, the function

def c l o s e ( s e l f ) :

introduces the methodclose , which is responsible for cleaning up and releasing any resources

associated with theBlankEnvironment once they are no longer required.

Figure 3.22: Return the Value of the Variable `K' In BlankEnvironment
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3.13 Interacting and Resetting the BlankEnvironment

The statement if __name__ == '__main__' determines whether the Python script is being

executed directly as the main program or is being imported as a module by another script, as

illustrated in Figure 3.23 . The line env = BlankEnvironment() creates an instance of the

BlankEnvironment class and assigns it to the variableenv. We use theBlankEnvironment

class to represent the Markov Decision Process (MDP) simulation. This segment of code

simulates the BlankEnvironment by resetting it to its initial state, initiating an action, and

generating output that details the state transition or action taken. This process enables

exploration of the environment and facilitates monitoring the outcomes of various actions.

The initialised temp conditional statements dictate the actions to be executed in the given

state, based on the value 0.9244. Thereset method of the env object is invoked, and its

output is assigned to the variableg. This method reinitialises the BlankEnvironment to its

initial state and returns the corresponding state.

Subsequently, thestep method of the env object is called with the argument 0, representing

an action within the BlankEnvironment . This method advances the environment by one

step, depending on the speci�ed action, and the result is stored in the variablek. Finally,

the values of k and g are printed to the console to provide insight into the state transition

and the environment's reset state.

Figure 3.23: Interacting and Resetting the BlankEnvironment

3.14 The Step Method Call on the BlankEnvironment

The step method is invoked on theenv object with the argument 0 using the statement:
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s ta te , p robab i l i t y , reward , done = env . s tep (0 )

This action represents the initiation of a speci�c action within the BlankEnvironment , as

depicted in Figure 3.24 . The step method returns a tuple containing four elements: the

next state, the transition probability, the received reward, and the completion status of the

episode. These elements are subsequently unpacked into the variablesstate , probability ,

reward, and done.

This code simulates an interaction with the BlankEnvironment by initiating action 0. It

collects information regarding the resulting state, the probability of the transition, the re-

ward received, and whether the episode has concluded. The gathered data is then out-

put to the console for further observation and analysis. Additionally, the execution of

the BlankEnvironment de�nes the environment's behaviour, including the interpretation of

states, the calculation of rewards, and the determination of transition probabilities, based on

the provided argument.

Figure 3.24: The Result of the Step Method Call on the BlankEnvironment

3.15 Initialising State and Action Variables

The code snippet, depicted inFigure 3.25 , demonstrates the assignment and initialisation

of values to two variables. Speci�cally, the statement noS = 67 assigns the value 67 to

the variable noS, indicating that noS represents the "number of states" with a value of 67.

Similarly, the statement noA = 10 assigns the value 10 to the variable noA, signifying that

noA denotes the "number of actions" with a value of 10. These variables are subsequently

utilised by the Q-Learning algorithm to de�ne the dimensions of its data structures.
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Figure 3.25: Initialising State and Action Variables

3.16 Implementation of the BlankEnvironment_with_Rewards

The BlankEnvironment_with_Rewards represents a distinct environment compared to the

original BlankEnvironment . We have speci�cally identi�ed actions leading to terminal states

in this modi�ed BlankEnvironment_with_Rewards and adjusted their corresponding reward

values accordingly. The BlankEnvironment now allocates a reward of2 to these terminal

states instead of the default reward of� 0:04. Figure 3.26 visually depicts this update,

highlighting all actions that led to terminal states and re�ecting the revised reward values

set to 2.

Figure 3.26: BlankEnvironment_with_Rewards Terminal States

3.16.1 Reward Function in BlankEnvironment_with_Rewards

Figure 3.27 illustrates the modi�cation of the reward function in BlankEnvironment_with_Rewards

at the end of an episode, as signaled by thedone �ag. Following this modi�cation, the envi-
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ronment returns the updated state information. The statement

done = k[3]

assigns the value of the fourth element (index 3) in the tuplek to the variable done, indicating

the current status of the episode. The variablek encapsulates key details about the state of

BlankEnvironment_with_Rewards , including whether the episode has been completed.

To con�rm the episode's completion, the function

if done == True

checks whether thedone variable equalsTrue. If this condition is satis�ed, it signi�es that

the episode has ended. Consequently, the statement

reward = +4

sets thereward variable to a positive value of 4. This assignment ensures that upon episode

completion, the agent receives a reward of 4. It is important to note that the code not only

assigns this reward but also establishes its integration within the broader functionality of

BlankEnvironment_with_Rewards .

The line of code

k = (k[0], k[1], reward, k[3])

subsequently updates the tuplek. This update retains the �rst two elements of the original

tuple, replaces the third element with the newly assigned reward value, and preserves the

fourth element. By doing so, the code accounts for the implications of modifying the reward

upon the conclusion of an episode, thereby maintaining consistency in the state representa-

tion.

Figure 3.27: Defining the Reward Function in BlankEnvironment_with_Rewards
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3.17 Implementation of the BlankEnvironment_with_Time

and Reward Function

The `BlankEnvironment_with_Time' mirrors the structure of the BlankEnvironment while

introducing a modi�ed reward system, which assigns a more negative value of� 0:1 for each

step taken by the agent. As illustrated in Figure 3.28 , the statement:

done = k [ 3 ]

extracts the fourth element (index 3) from the variable k and assigns it to the variable

done. This element serves as a Boolean �ag indicating whether the episode is complete. The

condition:

i f done == True

evaluates whether the value ofdone is True, signifying the episode's completion. If the

condition is met, the task is deemed complete, and the statement:

reward = +4

assigns a positive reward of4 to the variable reward.

Conversely, the else statement handles scenarios where the task remains incomplete (i.e.,

done is False ). In such cases, the statement:

reward = = 0.1

applies a small penalty by assigning a negative reward of� 0:1 to the variable reward. This

penalty discourages unnecessary action and incentivises the agent to complete the task e�-

ciently. The new tuple:

new_k = ( k [ 0 ] , k [ 1 ] , reward , k [ 3 ] )

is then generated, preserving the original values ofk[0] , k[1] , and k[3] , while replacing the

third element (index 2) with the computed reward. The updated tuple new_kis subsequently

returned by the statement:

re tu rn new_k

ensuring its availability for use in the agent's subsequent interactions with theBlankEnvi-

ronment_with_Time .
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Additionally, the environment includes render and close methods, which are provided but

remain empty. Reinforcement learning environments commonly use these optional methods

for visualisation and resource clean-up, respectively.

Figure 3.28: Implementation of the BlankEnvironment_with_Time Reward Function
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Chapter 4

Reinforcement Learning for

Post-incident Malware

Investigation Framework

Reinforcement learning in forensic malware investigations involves agents optimising cumu-

lative rewards by e�ectively balancing exploration and exploitation. This study focuses on

leveraging reinforcement learning to automate malware forensics investigations following se-

curity incidents. The agent interacts with the environment by performing actions that result

in changes to its state. The ultimate goal is to incrementally improve the agent's perfor-

mance, enabling it to accurately classify portable executables as either malicious or benign.

In the proposed framework for post-incident malware forensics investigations, the reinforce-

ment learning agent begins at an initial state, designated as state zero, and executes guided

actions while receiving rewards or penalties based on outcomes. Through iterative learning,

the agent re�nes its strategy with each action and feedback cycle, progressively approaching

an optimal methodology for investigating malware

4.1 The Proposed RL Post-Incident Malware Investigation

Framework

As shown in Figure 4.1 , the Reinforcement Learning Post-Incident Malware Investigation

Framework is made up of six main parts: collecting data, mapping work�ow diagrams, im-

plementing MDP models, understanding environmental dependencies, using an MDP solver,

and constantly learning and adapting. Data collection involves acquiring live memory dumps
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from Windows operating systems, whereas data examination focuses on analysing the col-

lected data to identify anomalies, compromise indicators, and potential malware artefacts.

The work�ow diagram outlines a comprehensive approach to identifying malware infections

using static analysis, signature-based analysis, behavioural analysis, and machine learning

algorithms. However, we use the AWK module to extract features from the identi�ed pro-

cesses. On the other hand, listing DLLs is an essential aspect of this work�ow because it

tracks loaded DLLs for each process. Additionally, monitoring open handles is crucial for

keeping track of the open handles associated with each process. Another important focus is

collecting network data to ensure the acquisition of all pertinent network-related information.

Registry hive analysis involves identifying the registry hives and listing their keys. We dupli-

cate the processes into executable �les and check them against known malware databases to

determine whether they are malicious or benign. Additionally, we duplicate the addressable

memory to conduct a grep search using speci�c keywords.

Figure 4.1: The proposed RL-enabled Post-Incident Malware Investigation Framework

We design the state spaces to align with the malware work�ow diagram, which encompasses

67 unique states. Based on this work�ow, the actions are de�ned, ranging from three to ten,

exposing the agent to 109 distinct actions within a de�ned environment. Formulating the

subsections, the uni�ed Markov Decision Process (MDP) models, and the proposed RL Post-

Incident Malware Investigation Model leads to the creation of the MDP solver. We divide

the setup environment dependencies into three sections: creating dependencies and gym

environments, importing required libraries, and implementing the training data for continuous

learning and adaptation.
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4.2 Introduction to Malware Investigation Work�ow

Malware investigation is a systematic process involving the identi�cation, analysis, and inter-

pretation of artefacts and behaviours in order to detect, mitigate, and understand malicious

software [115]. The work�ow diagram (Figure 3.2) serves as a guide to navigate the in-

vestigation phases, providing a clear and structured methodology to ensure no critical step

is overlooked. This section provides a detailed explanation of each step in the work�ow,

clarifying its role and importance in the overarching malware investigation process.

4.2.1 Initialisation and Data Collection

The malware investigation begins with setting up the investigation environment, which typ-

ically involves creating a controlled and isolated system to prevent malware from a�ecting

external networks. The use of tools such as virtual machines or sandboxes is integral to this

phase. For instance:

ˆ Virtual machines replicate the operational environment targeted by the malware. This

ensures the investigation can capture relevant details speci�c to the malware's be-

haviour.

ˆ Memory dumps are taken both before and after infection. The pre-infection dump

provides a baseline, while the post-infection dump captures changes caused by the

malware.

ˆ Tools like WinPmem or other live memory acquisition utilities are critical in this step,

as they ensure the forensic integrity of the data while capturing volatile memory.

As a result of collecting both volatile and non-volatile data, the investigator ensures that no

essential evidence is omitted, paving the way for comprehensive analysis.

4.2.2 Preliminary Static Analysis

Once the data is collected, the work�ow transitions to static analysis. This involves analysing

the malware �le or memory dumps without executing the code. Static analysis techniques

typically include:

ˆ Extracting metadata from the executable or associated �les.

ˆ Identifying hashes (e.g., MD5, SHA256) to check against known malware databases.
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ˆ Analysing �le headers and imports to understand its functionality and potential depen-

dencies.

Static analysis often employs signature-based tools, such asYARA rules or antivirus engines,

to compare the malware with known patterns. While static analysis is quick and e�ective for

identifying known threats, it has limitations in detecting novel malware or obfuscated code.

4.2.3 Dynamic Behavioural Analysis

Following static analysis, the work�ow proceeds to behavioural analysis, which involves exe-

cuting the malware in a controlled environment to observe its runtime behaviour. This phase

is critical in understanding:

ˆ Malware's interaction with the �le system, registry, and network.

ˆ Processes spawned by the malware and any attempts to hide its activity.

ˆ Indicators of compromise, such as unusual API calls or attempted network communi-

cations.

Tools like Process Monitor and Wireshark are invaluable in this phase, enabling investigators

to track �le system changes and network activity, respectively. Behavioural analysis helps

uncover the malware's intentions and its impact on the host system.

4.2.4 Memory Analysis with Volatility Framework

Memory analysis is a cornerstone of malware investigation, especially for uncovering ad-

vanced threats that reside only in volatile memory. Using tools like theVolatility Framework ,

investigators perform in-depth forensic analysis on the memory dumps. Key tasks include:

ˆ Process Analysis: Identifying running processes, their parent-child relationships, and

anomalous activities such as injected code.

ˆ DLL and Handle Analysis: Examining loaded libraries and handles associated with

suspicious processes.

ˆ Network Analysis: Extracting information about active connections, IP addresses,

and potential command-and-control (C2) server communications.
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For example, Volatility's pslist , dlllist , and netscan plugins provide detailed insights into

malware's behaviour in memory. Additionally, investigators may utilize malfind to locate

injected code and determine the exact regions of memory that contain suspicious artefacts.

4.2.5 Registry and File System Examination

The investigation extends to the Windows registry and �le system to uncover persistent

mechanisms employed by the malware. This involves:

ˆ Searching for autorun entries or modi�cations to critical registry hives such asHKLM\Software\Microsoft\Windows\CurrentVersion\Run .

ˆ Identifying suspicious executables placed in startup folders or other sensitive directories.

Incorporating plugins like hivelist and printkey in Volatility allows the investigator to

parse registry hives and extract valuable information, such as evidence of con�guration

changes or malware's persistence methods.

4.2.6 Indicators of Compromise and Threat Attribution

Using the data gathered from memory and �le system analysis, the work�ow focuses on

identifying indicators of compromise (IOCs). These include:

ˆ File hashes, IP addresses, and domain names associated with the malware.

ˆ Behavioural patterns, such as unusual API calls or �le modi�cations.

ˆ Anomalous process relationships or unauthorized privilege escalation.

At this stage, investigators cross-reference the �ndings with threat intelligence databases

to attribute the malware to known threat actors or campaigns. For example, hashes and

behavioural characteristics might match signatures of ransomware likeWannaCry or spyware

such asCerber.

4.2.7 Reinforcement Learning for Incident Response

A novel aspect of this work�ow is its integration with a reinforcement learning model, en-

abling automated decision-making during post-incident investigations. The Markov Decision

Process (MDP) model plays a pivotal role in this phase by:

ˆ Mapping each investigation step to a distinct state.
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ˆ De�ning actions that the agent can take, such as running speci�c plugins or debugging

errors.

ˆ Evaluating rewards for each action based on its contribution to identifying malware or

reducing investigation time.

This approach ensures a structured yet adaptive process, allowing the system to learn and

optimize its responses to new and evolving threats.

4.2.8 Reporting and Documentation

The �nal step involves consolidating all �ndings into a comprehensive report. This includes:

ˆ Detailed descriptions of the malware's behaviour and impact.

ˆ A timeline of the investigation, highlighting key actions and their outcomes.

ˆ Recommendations for mitigating future attacks and strengthening system defences.

Proper documentation not only aids in understanding the speci�c incident but also serves as

a reference for future investigations.

4.2.9 Transitioning to Uni�ed Malware Work�ow

The work�ow diagram culminates in a uni�ed view, integrating all these steps into a seamless

process. As depicted in Figure 3.15, this uni�ed approach ensures that no aspect of the

investigation is overlooked. From initial data collection to �nal reporting, each phase is

interconnected, creating a robust framework for malware forensics.

The malware investigation work�ow provides a comprehensive roadmap for detecting, analysing,

and mitigating malicious software. As a result of leveraging advanced tools and techniques,

such as the Volatility Framework and reinforcement learning models, this process not only

addresses the immediate threat but also contributes to long-term improvements in cyber-

security resilience. This work�ow sets a standard for post-incident investigations, ensuring

systematic and reliable outcomes in the face of evolving cyber threats.
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4.3 Leveraging Reinforcement Learning

In the context of our proposed Reinforcement Learning (RL), the agent learns the optimal

policy � � by interacting with the three proposed MDP environments. Speci�cally, Q-learning,

our chosen algorithm, updates the Q-values based on the Bellman equation.

4.3.1 Value Function and Policy

The value function for policy � is given by:

V � (s) =
X

a
� (a j s)

X

s0

T(s; a; s0)
�
R(s; a) + 
V � (s0)

�

ˆ V � (s): Expected cumulative reward starting from state s and following policy � .

ˆ � (a j s): Probability of taking action a given state s under policy � .

4.3.2 Reinforcement Learning (RL) with Q-Learning

The Q-learning update rule is provided by :

Q(s; a)  Q(s; a) + �
�
r + 
 max

a0
Q(s0; a0) � Q(s; a)

�

Where :

ˆ � is the learning rate.

ˆ r is the reward received after taking actiona in state s.

ˆ s0 is the next state resulting from action a.

ˆ maxa0 Q(s0; a0) is the maximum estimated future reward from state s0.

Using the speci�cations as a result of the work�ow diagram:

ˆ We have 67 states and 10 actions.

ˆ The transition and reward functions would be de�ned based on the speci�c malware

identi�cation tasks.
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4.3.3 Algorithm 1: Implementation of the Q-Learning Algorithm

Algorithm 1 implements the Q-learning algorithm, a reinforcement learning technique, to

train an agent to make optimal decisions in an environment. The code initially initialises a

Q-table with zeros, symbolising the agent's understanding of the environment, where rows

represent states and columns represent actions.

The code establishes key parameters such as the learning rate, discount factor, and exploration

probability ( initially set to 0.9 ), as well as decay schedules and structures for storing data

(storage, storage new, reward list). The main loop runs for a speci�ed number of episodes,

resetting the environment and relevant variables at the start of each episode to obtain the

initial state, reset the episodic reward, and initialise a step counter.

A ' greedy policy ' selects actions within each episode: if the probability is high, it selects a

random action (exploration ); if not, it selects the action with the highest Q-value for the

current state (exploitation ). The environment executes the selected action, providing the

next state, reward, and a done �ag indicating the episode's end.

The Bellman equation [116], updates the Q-value, accounting for the immediate reward

and the maximum future Q-value from the next state. The Q-table then stores the updated

Q-value. Certain conditions trigger the recording of speci�c Q-value updates. The state is

then updated to the next state, and the current and new Q-values, along with the episode

number and action taken, are appended to the storage list. A prede�ned schedule decays the

exploration probability.

We optionally check convergence by comparing the absolute di�erence between the new and

current Q-values, and if the di�erence falls below a threshold but the values are not equal,

we can terminate the loop early. We append the episodic reward, episode number, and step

count to the reward list after each episode, thereby further delaying the episode.

Finally, we return the Q-table, storage, reward list, and storage new, which summarise the

learned policy and the data gathered during training. The process begins with the initial-

isation phase, where three custom environments (env new1, env new2,and env new3) are

de�ned using a de�ned MDP function . The algorithm then iterates over a list of names

(`name list'), and for each name, it assigns the appropriate environment by con�guring the

Markov Decision Process (MDP) with speci�c transition probabilities and rewards.
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Algorithm 1 Q-Learning Implementation

1: Initialisation :
ˆ Initialise Q-table with zeros. (de�nes the state of the agent)
ˆ Set parameters: learning rate (� ), discount factor (
 ), exploration probability ( � =

0:9), and decay schedule.
ˆ Initialise storage structures: storage, storage_new, reward_list.

2: for episode = 0, 1, . . . , episodes do
3: Reset environment and variables:

ˆ Reset the environment to obtain the initial state.
ˆ Initialise episodic reward and step counter.
ˆ Store current epsilon value.

4: while not done, do
5: Select action using� -greedy policy:

ˆ if � < rand() then
ˆ action � Uniform(noA)
ˆ else
ˆ action = maxa Q(state; a)

6: Execute action:
ˆ Act in the environment and observe the next state, reward, and done �ag.
ˆ Update episodic reward.
ˆ Increment steps counter.

7: Update Q-value using the Bellman equation
8: Compute the maximum future Q-value for the next state.
9: Calculate the new Q-value

10: Update the Q-table with the new Q-value.
11: Store Q-value updates if speci�c conditions (e.g., state, action) are met.
12: Update state: Set the current state to the next state.
13: Append the (current_q, new_q, episode, action) to the storage list.
14: Decay � : Reduce epsilon based on the decay schedule.
15: Check convergence: ifjnew_q � current_q j < threshold and new_q 6= current_q then
16: Break the loop
17: Append (episodic_reward, episode, steps) to reward_list.
18: Update � :

ˆ �  � � (� _decay_value � 0:5)
19: Return results:

ˆ Return Q-table, storage, reward_list, and storage_new.
20: end for
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4.4 Q-Learning Module

The proposed Reinforcement Learning Post-Incident Malware Investigation Framework uses

Q-learning, an o�-policy, model-free algorithm. We use it because it employs a value-based

approach to determine the optimal actions based on the current state. The algorithm learns

the relative value of di�erent states and actions through experiential knowledge without re-

lying on explicit transition or reward functions. This approach is suited for the proposed RL

model for analysing malware artefacts. In this context, `Q' signi�es quality, representing the

action's value in terms of optimising future rewards. On the other hand, model-based algo-

rithms employ transition and reward functions to estimate the optimal policy and construct

a model, whereas model-free algorithms acquire knowledge about action outcomes experien-

tially, without explicit transition or reward functions. In our proposed implementation, we

opt for the value-based approach, which entails training the value function in order for the

agent to learn the relative value of di�erent states and take actions accordingly. Conversely,

policy-based methods directly train the policy to determine the appropriate action for a given

state. On the other hand, in o�-policy methods, the algorithm assesses and improves a policy

that is di�erent from the action execution policy. In contrast, on-policy algorithms evaluate

and re�ne the same policy employed for action execution.

4.4.1 Q-Learning

In the following sections, we will implement the proposed Reinforcement Learning Post-

Incident Malware Investigation Model. Nevertheless, the proposed approach includes the

de�nition of several critical terms. States (s) signify the agent's present location within the

environment. The agent executes a move in a speci�c state, represented by Action (a). Every

action the agent takes results in either a positive reward or a penalty. Episodes mark the

end of a stage, indicating that the agent cannot perform further actions. This occurs when

the agent either accomplishes its objective or faces failure.

For each state-action pair, the agent uses a Q-Table to manage or store Q-values. We use

Temporal Di�erences (TD) to estimate the expected value by comparing the current state and

action with the previous state and action. The learning rate is a parameter that determines

how much new information overrides old information. A policy is a strategy or mapping from

states to actions that de�nes an agent's behaviours. The Discount Factor is a parameter

that determines the importance of future rewards. The Bellman Equation is a fundamental

equation in Q-Learning that expresses the relationship between the Q-value of a state-action

pair and the Q-values of the subsequent state-action pairs. The Epsilon-Greedy Strategy is
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a method for balancing exploration and exploitation.

4.4.2 Q-Table and Q-Function

The Q-table is one of the key components that facilitate the agent's decision-making. It

guides the agent in selecting the most favourable action based on expected rewards within

the provided environments. The Q-learning algorithm updates the values of a Q-table, which

essentially functions as a structured repository encapsulating sets of actions and states. How-

ever, de�ning the state and action spaces is a crucial preliminary step in e�ectively setting

up the Q-table, a task that the malware work�ow diagram facilitates. Furthermore, the Q-

function plays a central role, using the Bellman equation and considering the state(s) and

action (a) as its input. This equation signi�cantly streamlines the calculation of both state

values and state-action values.

4.4.3 Q-Learning Update Rule

Q(s; a)  Q(s; a) + �
�
r + 
 max

a0
Q(s0; a0) � Q(s; a)

�

Step 1: Initialise Q-Table

ˆ Initialise Q(s; a) for all s 2 S and a 2 A to some arbitrary values (e.g., 0).

Step 2: Choose Learning Rate � and Discount Factor 


ˆ Example: � = 0 :1, 
 = 0 :9.

Step 3: Implement the Q-Learning Algorithm

ˆ Initialise state s.

ˆ Repeat:

� Select an actiona using an exploration-exploitation strategy (e.g., � -greedy).

� Take action a, observe rewardr and next state s0.

� Update Q-Table using the Q-learning update rule:

Q(s; a)  Q(s; a) + �
�
r + 
 max

a0
Q(s0; a0) � Q(s; a)

�
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� Update state s  s0.

ˆ Until convergence or a speci�ed number of episodes .

4.5 Parameter Selection: Learning Rate, Discount Factor,

and Exploration Rate

The e�ectiveness of the Q-learning algorithm heavily relies on the choice of hyperparameters,

including the learning rate (� ), discount factor (
 ), and exploration rate (� ). These parame-

ters signi�cantly in�uence how the agent interacts with the environment, learns from it, and

optimises its policy over time. Below, the rationale for the selection of these parameters is

detailed.

Learning Rate ( � )

The learning rate, often denoted as� , determines the extent to which new information

overrides the old. A smaller learning rate emphasises past knowledge, while a larger one

prioritises new experiences. For the experiments conducted in this research, a range of learn-

ing rates (0.001�0.9) was tested systematically across di�erent MDPs environments, including

BlankEnvironment, BlankEnvironment with Rewards, and BlankEnvironment with Time . The

results indicated a delicate trade-o� between convergence speed and stability.

Reason for Selection A moderate value (e.g., 0.1�0.4) provided a balance between learn-

ing stability and adaptability. Lower values (e.g., 0.001) caused slow convergence, making

the learning process ine�cient. Conversely, higher rates (e.g., 0.7�0.9) resulted in oscillatory

behaviour, particularly in environments with noisy or delayed rewards, such asBlankEnvi-

ronment with Time.

Impact on Performance As depicted in Figures 5.47�5.57 and 5.69�5.79 , environ-

ments responded di�erently to various learning rates. For example, in BlankEnvironment

with Rewards, a learning rate of 0.4 achieved optimal results with a smoother trend to-

ward convergence compared to other environments. The chosen value also aligned with the

exploration-exploitation balance required for environments with sparse rewards.

Discount Factor ( 
 )

The discount factor, 
 , represents the weight of future rewards relative to immediate ones. A

value closer to 1 encourages long-term planning, while a lower value emphasizes immediate
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rewards. The experiments adopted a
 of 0.9 to ensure the agent accounted for future states

without overly compromising the immediacy of current rewards.

Reason for Selection A discount factor of 0.9 provided a robust framework for balancing

short-term and long-term objectives, particularly in scenarios requiring sequential decision-

making. The high 
 value allowed the agent to account for cumulative rewards, aligning with

the objective of optimising over extended episodes.

Performance Insights The analysis of cumulative rewards demonstrated that a discount

factor lower than 0.8 led to suboptimal policies in environments with delayed feedback. How-

ever, values approaching 1 caused slower learning, particularly in environments with high

noise, such asBlankEnvironment with Time , where achieving stability was paramount.

Exploration Rate ( � )

The exploration rate governs the agent's propensity to explore new actions versus exploiting

known rewarding ones. The� -greedy strategy was employed to strike this balance, where the

exploration rate started at 0.9 and decayed gradually across episodes.

Reason for Selection An initial exploration rate of 0.9 ensured the agent explored ex-

tensively in the early stages of learning. Gradual decay, controlled by the parameters

start_epsilon_decaying = 100 and end_epsilon_decaying = episodes // 2 , allowed

the agent to focus on exploitation as it converged to an optimal policy. The decay value,

computed dynamically, avoided abrupt shifts in behaviour, promoting smoother transitions.

E�cacy in Training Figures 4.10 illustrate the role of � -decay in balancing exploration

and exploitation. Environments with sparse rewards, such asBlankEnvironment with Time ,

bene�ted from prolonged exploration phases, which reduced premature convergence to subop-

timal policies. In contrast, environments with dense rewards reached stability more rapidly,

necessitating earlier transitions to exploitation.

Synergistic E�ects

The interplay among these parameters was evident throughout the experiments. For instance,

a high learning rate required a lower discount factor to stabilise learning. Similarly, the

exploration rate decay needed careful tuning to complement the agent's convergence speed

under various learning rates. These synergies highlight the importance of holistic parameter

tuning rather than isolated optimisation.
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Visualisations and Analysis

The experiments generated detailed visualisations, such as cumulative rewards and Q-value

dynamics, to assess the impact of parameter variations. Interactive plots created using Plotly

provided insights into how di�erent combinations of � , 
 , and � in�uenced convergence trends

across environments. For example:

ˆ Learning Rate Dynamics : Figures 5.80 - 5.90 revealed how incremental increases

in � improved early-stage performance but risked instability in prolonged training.

ˆ Exploration-Exploitation Trade-O�s : The � -decay curves demonstrated the ne-

cessity of extended exploration in high-dimensional environments, where premature

exploitation led to suboptimal policies.

ˆ Discount Factor Stability : Higher 
 values improved long-term reward optimiza-

tion but increased sensitivity to noise, necessitating careful coordination with other

parameters.

Future Implications

The �ndings from this research underscore the importance of adaptive parameterisation for

reinforcement learning in dynamic environments. While the chosen values performed well

across the tested scenarios, further optimisation using techniques such as Bayesian hyper-

parameter tuning could yield even better results. Additionally, integrating meta-learning

approaches to adjust � , 
 , and � dynamically during training could enhance the agent's

robustness.

4.5.1 Integration of Backward Q-Learning Algorithm

As illustrated in Figure 4.2 , the code snippet demonstrates the training of a Q-learning

agent within the BlankEnvironment_with_Time environment. The implementation combines

the epsilon-greedy exploration strategy with Q-learning updates, systematically displaying

debugging information to facilitate process monitoring. Additionally, it records speci�c values

for subsequent analysis. Importantly, a prede�ned termination condition constrains the Q-

learning process, ensuring it halts after a �xed number of steps.

The procedure begins with the creation of an instance of theBlankEnvironment_with_Time

class using the command:

env = BlankEnvironment_with_Time ( )
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This instance serves as the environment for performing Q-learning. To initialise the process,

the reset method of the environment (env) is invoked using:

obs = env . r e s e t ( )

and the resulting initial observation is assigned to the variableobs for further use.

Figure 4.2: Implementation of the Q-Learning Algorithm

4.5.2 Initialises the Q-table and Parameters

The code snippet inFigure 4.3 illustrated a statement q_table = np.zeros((noS, noA))

initialises a Q-table with all values set to zero, as illustrated in Figure 81. Here,noSdenotes

the number of states, while noA represents the number of possible actions. We use this

Q-table to store Q-values corresponding to state-action pairs. In this speci�c example, the

action and state spaces consist of 67 states, with each state capable of performing up to 10

distinct actions.

The variables learning_rate = 0.1 and discount = 0.95 de�ne the learning rate and

the discount factor for the Q-learning algorithm, respectively. Additionally, the parameter

episodes = 50000 speci�es the number of training iterations or episodes for the agent. These

parameters are integral to the epsilon-greedy exploration strategy, which facilitates a balance

between exploration�selecting a random action�and exploitation�choosing the action as-

sociated with the highest Q-value. The exploration rate for this strategy is controlled by the

epsilon = 0.9 setting, which initially enables the agent to explore with a high probability.

The variables start_epsilon_decaying = 100 and end_epsilon_decaying = episodes

// 2 determine the range of episodes over which Epsilon decay occurs during training. The

rate of decay is calculated usingepsilon_decay_value = epsilon / (end_epsilon_decaying

- start_epsilon_decaying) , ensuring a gradual reduction in the exploration rate as train-

ing progresses.
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Figure 4.3: Initialises Q-table and Parameters

4.5.3 Information about the training progress

The parameter show_every = 2000, as illustrated in Figure 4.4 , speci�es the frequency at

which the code outputs information about the training progress. Additionally, the command

state = env.reset() reinitialises the environment and assigns the resulting initial state

to the variable state . Throughout the training process, the epsilon values, episode num-

bers, and rewards are recorded in the variablesstored_epsilon_values , episode_list ,

and reward_list , respectively, to facilitate subsequent analysis.

Figure 4.4: Print information about the training progress

4.5.4 Understanding Episode Loops

The code snippet begins by entering a loop that iterates through a series of episodes, as

illustrated in Figure 4.5 . Within this loop, the program evaluates whether the current

episode number is a multiple of the value speci�ed byshow_every. If this condition is met,

the render variable is set to True, enabling debugging and visualisation; otherwise, it is

assigned a value ofFalse . Additionally, the done variable is initialised to False , signifying

that the episode is not yet complete.
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Figure 4.5: Understanding Episode Loops

4.5.5 Looping Through Episodes and Managing the Iterative Episode

The state variable is used to store the random state required to reset the environment.

Concurrently, the reward_list maintains a record of the accumulated rewards, starting

with an initial value of zero, as illustrated in Figure 4.6 . We also use dedicated lists to log

the episode numbers and epsilon values.

Within the inner loop, the agent actively interacts with the environment by taking actions

throughout each episode. An epsilon-greedy policy selects actions, using the current state

and the Q-table to guide decision-making. The system retrieves the resulting next state,

probability, reward, and the episode's completion status once it executes an action. An

epsilon-greedy policy selects actions, using the current state and the Q-table to guide decision-

making. The system retrieves the resulting next state, probability, reward, and the episode's

completion status once it executes an action:

Q(s; a)  Q(s; a) + �
h
r + 
 max

a
Q(s0; a) � Q(s; a)

i

If the epsilon value falls within a prede�ned range, it undergoes decay to promote exploration-

exploitation balance. Moreover, enabling the render option by setting it to True facilitates

the display of debug information. The episode loop continues iteratively until the episode

reaches completion.

Figure 4.6: Looping Through Episodes and Managing the Iterative Episode
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4.6 Balancing Exploration and Exploitation in the Developed

Model

E�ective reinforcement learning requires a carefully designed strategy to balance exploration

and exploitation. Exploration allows the agent to discover new states and actions, while

exploitation ensures that the agent capitalises on previously acquired knowledge to optimise

cumulative rewards. The developed Backward Q-learning-based model achieves this balance

through the use of � -greedy exploration, ArgMax-based action selection, and probabilistic

SoftMax action selection. Each method plays a role in �ne-tuning the agent's behaviour

during training, but comparisons reveal that ArgMax provides a more reliable pathway to

optimal performance than SoftMax, particularly in deterministic decision-making scenarios.

The � -Greedy Exploration Strategy

The � -greedy strategy serves as the primary mechanism to balance exploration and exploita-

tion in the developed model. With this approach, the agent selects an action either randomly

(exploration) or deterministically (exploitation) based on the learned Q-values. The explo-

ration probability � starts high and decays gradually over time, encouraging early exploration

and later exploitation.

High Initial Exploration At the start of training, � is initialised at 0.9, ensuring that

the agent explores the environment thoroughly. This high exploration rate is crucial for

environments such asBlankEnvironment with Rewards and BlankEnvironment with Time ,

where sparse rewards and complex state-action dynamics require broad initial exploration.

Decay Over Episodes The decay of� is implemented using a linear schedule, transitioning

from exploration to exploitation over the course of training. This strategy ensures the agent

gradually prioritises known high-reward actions as its understanding of the environment

improves.

Action Selection: ArgMax vs. SoftMax

Action selection in the developed model relies on two primary methods:ArgMax and Soft-

Max . While both methods in�uence the exploration-exploitation balance, a detailed analysis

reveals that actions selected using ArgMax were more e�ective than those chosen through

SoftMax.

ArgMax-Based Action Selection The ArgMax strategy deterministically selects the

action associated with the highest Q-value for a given state. As a result of prioritising the
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optimal action based on current knowledge, this approach ensures that the agent consistently

exploits its learned policy.

ˆ Deterministic Decision-Making: ArgMax avoids randomness, enabling the agent

to select the most promising action for each state without introducing unnecessary

variability.

ˆ E�ciency and Stability: Unlike SoftMax, which assigns probabilities to all actions

(including suboptimal ones), ArgMax focuses exclusively on the best action. This

makes it particularly well-suited for deterministic environments and scenarios where

exploration is less critical after an initial learning phase.

SoftMax-Based Action Selection SoftMax introduces a probabilistic component by con-

verting Q-values into a probability distribution. Higher Q-values correspond to higher prob-

abilities, but even suboptimal actions are assigned non-zero probabilities. While this ensures

continued exploration, it has notable drawbacks.

ˆ Increased Exploration at the Cost of Stability: SoftMax often leads to the selec-

tion of suboptimal actions, as it inherently prioritises exploration, even in later stages

of training when exploitation should dominate.

ˆ Suboptimal Action Bias: In experiments such asBlankEnvironment with Rewards,

SoftMax occasionally selected actions with low Q-values, leading to ine�cient learn-

ing. These actions would never be taken under the ArgMax strategy, as they lack the

deterministic prioritisation that ArgMax o�ers.

Comparative Analysis: ArgMax vs. SoftMax Experiments revealed that ArgMax

outperformed SoftMax across most training environments. The following points highlight

key observations:

ˆ Action E�ciency: Actions selected by ArgMax consistently led to higher cumulative

rewards, as the agent avoided the ine�ciencies introduced by SoftMax's probabilistic

exploration.

ˆ Deterministic Focus: ArgMax's deterministic nature allowed the agent to converge

more quickly to optimal policies, especially in environments with well-de�ned reward

structures.

84



ˆ Exploration-Exploitation Trade-O�: ArgMax balanced exploration and exploita-

tion more e�ectively when coupled with the � -greedy strategy. The gradual decay of�

allowed the agent to explore su�ciently in the early stages, after which ArgMax ensured

focused exploitation.

Iterative Learning and Reward Feedback

The model's iterative structure complements the action selection strategies. Q-value updates,

driven by the Bellman equation, enable the agent to re�ne its policy continuously.

Reward Structures The model incorporates diverse reward structures tailored to each

environment. For example, in BlankEnvironment with Time , the agent is penalised for un-

necessary actions and rewarded for e�cient task completion. This feedback mechanism aligns

with the deterministic nature of ArgMax, further enhancing learning e�ciency.

Dynamic Updates As a result of leveraging both immediate and future rewards, the agent

learns to prioritise long-term cumulative rewards. ArgMax ampli�es this e�ect by consistently

selecting the action with the highest expected return, reinforcing the model's overall stability.

Visualisation of Results

The comparative performance of ArgMax and SoftMax was evaluated using visualisations of

cumulative rewards, convergence rates, and action probabilities. Key insights include:

ˆ Cumulative Rewards: ArgMax consistently achieved higher cumulative rewards

across episodes, particularly in deterministic environments. The steep rise in rewards

during training indicated rapid convergence.

ˆ Action Probabilities: SoftMax plots revealed the persistence of suboptimal action

probabilities, even after extensive training. In contrast, ArgMax demonstrated focused

decision-making, with all actions converging to deterministic selections as� decayed.

ˆ Convergence Stability: ArgMax-based policies exhibited smoother convergence curves,

re�ecting the model's ability to exploit optimal strategies without unnecessary explo-

ration.

Future Directions

While ArgMax has demonstrated superior performance in most scenarios, there are oppor-

tunities to enhance its integration into the exploration-exploitation framework:
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1. Dynamic Switching Between ArgMax and SoftMax: Developing a hybrid strat-

egy that employs SoftMax during early training and switches to ArgMax in later stages

could leverage the strengths of both methods.

2. Meta-Learning for Exploration Rates: Incorporating meta-learning techniques to

adjust � dynamically based on training progress could further optimise exploration-

exploitation balance.

3. Extension to Stochastic Environments: ArgMax could be adapted for use in

stochastic environments by introducing a limited probabilistic component, ensuring

robustness across a broader range of tasks.

4.6.1 The Role of get_action

The get_action function determines the agent's action by employing the epsilon-greedy

strategy, which utilises the current state and the Q-table, as depicted inFigure 4.7 . Fol-

lowing the agent's action, the environment provides a response that includes the next state

(obs), a probability value, the reward, and the episode's completion status.

Figure 4.7: Understanding the Role ofget_action

4.6.2 The Role of `render `in Environment Interaction

If the parameter render is set to True, as illustrated in Figure 4.8 , it provides detailed

information regarding the agent's interaction with the environment. This includes data such

as the action taken, the received reward, the current state, and the episode's status.
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Figure 4.8: The Role of `render` in Environment Interaction

4.6.3 Understanding the Importance of the `if not done' Condition

The "if not done" code snippet, shown inFigure 4.9 , performs the Q-value update using

the Q-learning formula. Speci�cally, it determines the maximum Q-value for the subsequent

state, computes the updated Q-value, and modi�es the Q-table accordingly to re�ect the

changes.

Figure 4.9: Understanding the Importance of the `if not done' Condition

4.6.4 Dynamic State Updates

The process depicted inFigure 4.10 demonstrates how the state is updated and� is reduced

when the current episode falls within the prede�ned range for� decay.

Figure 4.10: Dynamic State Updates

4.6.5 Setting the Break Condition

The code snippet shown inFigure 4.11 demonstrates several key components, including

variable initialisation, a conditional check, a break statement, a return statement, and timing

operations. To establish a small tolerance for comparing the values ofnew_qand current_q ,

the variable threshold is initialised with the value 0.002 .

The if statement evaluates two conditions: whether the absolute di�erence betweennew_q
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and current_q is less than the speci�ed threshold and whether new_q is not equal to

current_q . If both conditions are satis�ed, the loop terminates, accompanied by the message

"target reached:" to indicate the successful attainment of a prede�ned target condition.

This behaviour re�ects a convergence mechanism frequently employed in iterative algorithms.

At the conclusion of the function, the return statement outputs three variables: q_table ,

storage , and reward_list . These variables encapsulate critical data gathered during the

function's execution, including the state-action value table (q_table ), a data storage struc-

ture (storage ), and a list of rewards (reward_list ). Following the return operation, the

code computes and displays the execution time of the function. Speci�cally, the current time

is stored in t2 , the elapsed time is calculated by subtracting a previously recorded times-

tamp t1 , and the result is printed. This functionality facilitates performance monitoring and

optimisation e�orts.

Figure 4.11: Setting the Break Condition

4.6.6 Algorithm - 2 Iterating Learning Rates Variation over MDP Envi-

ronments

Algorithm 2 trains and stores models using di�erent learning rates (LRs) across multiple

environments. The initialisation phase initiates the process, de�ning various environments

(envs) and creating an empty dictionary named'�nal dict' to store results.

Next, we set the training parameters, which include a list of learning rates ranging from

`0.001 to 0.9 ', and store the resulting Q-tables, intermediate storage, rewards, and addi-

tional storage collections. For each learning rate (l̀r ') in the list of learning rates (` lrs '), the

algorithm executes the ǹew q learning ' algorithm. Finally, the algorithm stores the re-

sults by appending them to the '�nal dict '. This structured approach guarantees systematic

model training and result storage for varying learning rates in di�erent environments.
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Algorithm 2 Iterating Learning Rates Variation over MDP Environments

1: Initialisation : De�ning di�erent envs and empty �nal dict
2: for name in name_list do

1. Assigning the right env (MDP): Create the MDPs using various transition proba-
bilities and reward functions.

2. De�ning and resetting the training parameters:
ˆ Learning rates list
ˆ outputs, stores, and rewards dictionaries

3. for lr in lrs do
(a) Performing the new_q_learning algorithm
(b) Storing everything by appending in the �nal_dict

4. end for
3: end for

4.7 Iterating MDP Environments over Learning Rates

The code snippet shown inFigure 4.12 outlines the setup and execution of a series of

reinforcement learning experiments across various environments and learning rates while

also storing the results in a dictionary for further analysis. It begins by de�ning the list

name_list = ['env_new1', 'env_new2', 'env_new3'] , which contains the names of the

environments. Next, the dictionary final_dict = {} is initialised to store the �nal results

of the experiments.

The code then iterates over each environment inname_list using afor loop. For the environ-

ment named 'env_new2' , the condition if name == 'env_new2' triggers the creation of an

environment with rewards by calling BlankEnvironment_with_Rewards() . Similarly, if the

environment is 'env_new3' , the condition elif name == 'env_new3' initiates the creation

of an environment with time using BlankEnvironment_with_Time() . For the environment

'env_new1' , the condition elif name == 'env_new1' generates a blank environment via

BlankEnvironment() .

Additionally, the code initialises a list of learning rates, lrs , which contains string repre-

sentations of values ranging from0.001 to 0.9 . Four empty dictionaries� outputs , store ,

rewards , and storage_new_collections �are also set up to store various results from the

q_learning function. A for loop iterates over each learning rate in thelrs list, converting

the current learning rate to a �oat and passing it, along with a �xed number of episodes

(3000) and the prede�ned environment (env), to the q_learning function.

The q_learning function returns four values: o, store[lr] , rewards[lr] , and storage

new collections[lr] . The learning rate serves as the key for storing these values in their

respective dictionaries. Additionally, the output o is converted into a list and saved in the
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outputs dictionary using the same learning rate as the key.

Finally, all collected data� outputs , store , rewards , and storage_new_collections �is

grouped into a tuple and stored in the final_dict dictionary under the environment name

(name) as the key, e�ectively consolidating all results for easy access and further exploration.

Figure 4.12: Iterating MDP Environments over Learning Rates Variation
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Chapter 5

Framework Empirical Evaluation

and Testing

5.1 Evaluating the BlankEnvironment_with_Time

As depicted in Figure 5.1 , the provided code snippet demonstrates the interaction with the

BlankEnvironment_with_Time. We initialise the BlankEnvironment_with_Time instance,

reset it, set its state manually to 22 , perform an action (action 4 ), and retrieve the resulting

new state, probability, reward, and episode completion status. Speci�cally, the statement

env = BlankEnvironment_with_Time()

instantiates the BlankEnvironment_with_Time class and assigns the instance to the variable

env. The command

g = env.reset()

resets the environment and stores the initial state or observation in the variableg. By setting

env.state = 22 ;

the environment's state is explicitly assigned the value 22. The expression

a = env.step(4)

executes action 4 in the environment and stores the resulting tuple in the variablea. This

tuple contains four values: the new state (43), the probability of the executed action (1), the
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reward for performing action 4 in the given state (-0.04), and the episode completion status

(False , indicating the episode is not �nished).

Figure 5.1: Evaluating a State and an Action in the BlankEnvironment_with_Time

5.1.1 Retrieving the state and action spaces

The statement

s ta te_space = env . observat ion_space . n

assigns the number of possible states in the environment to the variablestate_space , as

illustrated in Figure 5.2 . Here, env represents an instance of the reinforcement learning

environment, and observation_space is an attribute of this environment that de�nes the

space of all possible states. By using.n , the code accesses the total count of discrete states

within the observation space. The line

p r i n t ( ' There are . . . ' , s tate_space , ' p o s s i b l e s ta tes ' )

outputs a message to the console, communicating the total number of states in a human-

readable format by inserting the value of state_space into the message.

Similarly, the statement

act ion_space = env . act ion_space . n

assigns the number of possible actions in the environment to the variableaction_space . The

attribute action_space of the environment speci�es the space of all possible actions, and.n

is used to retrieve the number of discrete actions available. The line
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